Advanced Algorithms in Heterogeneous and Uncertain
Networking Environments

Thesis submitted in partial fulfillment
of the requirements for the degree of
“DOCTOR OF PHILOSOPHY”

by

Itamar

Cohen

Submitted to the Senate of Ben-Gurion University
of the Negev

22.10.19
Beer-Sheva

Advanced Algorithms in Heterogeneous and Uncertain
Networking Environments

Thesis submitted in partial fulfillment
of the requirements for the degree of
“DOCTOR OF PHILOSOPHY”

by

Itamar

Cohen

Submitted to the Senate of Ben-Gurion University
of the Negev

Approved by the advisor
Approved by the Dean of the Kreitman School of Advanced Graduate Studies

22.10.19
Beer-Sheva

This work was carried out under the
supervision of Dr. Gabriel Scalosub
In the Department Communication Systems Engineering

Faculty of Engineering Sciences

Research-Student's Affidavit when Submitting the Doctoral Thesis
for Judgment

I Itamar Cohen, whose signature appears below, hereby declare that
(Please mark the appropriate statements):
X I have written this Thesis by myself, except for the help and guidance offered by
my Thesis Advisors.

X The scientific materials included in this Thesis are products of my own research,
culled from the period during which I was a research student.

_ This Thesis incorporates research materials produced in cooperation with others,
excluding the technical help commonly received during experimental work.
Therefore, I am attaching another affidavit stating the contributions made by myself
and the other participants in this research, which has been approved by them and
submitted with their approval.

Date: 22.10.19

Student's name: Itamar Cohen

Signature:

Contents
1 Introduction
1.1 The challenge of Researching Uncertain Environments
1.2 Research Methodology . . . . . . . . . . . . . . . . .
1.2.1 System Model and Optimization Criteria . . .
1.2.2 Competitive Analysis . . . . . . . . . . . . . .
1.2.3 Approximation Algorithms . . . . . . . . . . .
1.2.4 Simulations . . . . . . . . . . . . . . . . . . .
1.3 Sources of Heterogeneity and Uncertainty . . . . . . .
1.3.1 Scheduling and Management of Packet Buffers
1.3.2 Access Strategies in Network Caching . . . . .
1.3.3 Placement of Virtual Machine in the Cloud . .
1.4 Overview of the Thesis . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

2 Buffer Management and Scheduling
2.1 Problem Overview . . . . . . . . . . . . . . . . . . . . . . .
2.1.1 System Model . . . . . . . . . . . . . . . . . . . . . .
2.1.2 Related Work . . . . . . . . . . . . . . . . . . . . . .
2.1.3 Our Contribution . . . . . . . . . . . . . . . . . . . .
2.2 Lower Bounds . . . . . . . . . . . . . . . . . . . . . . . . . .
2.2.1 Highly-restricted Adversaries . . . . . . . . . . . . . .
2.2.2 Non-restricted Adversaries . . . . . . . . . . . . . . .
2.3 Algorithmic Concepts . . . . . . . . . . . . . . . . . . . . . .
2.4 Competitive Algorithms . . . . . . . . . . . . . . . . . . . .
2.4.1 High-level Description of Proposed Algorithm . . . .
2.4.2 A General Classify and Randomly Select Mechanism
2.4.3 The SA Algorithm . . . . . . . . . . . . . . . . . . .
2.4.4 Performance Analysis . . . . . . . . . . . . . . . . . .
2.4.5 Concrete Classification Mechanisms . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

1
1
2
2
3
3
4
5
5
6
6
7

.
.
.
.
.
.
.
.
.
.
.
.
.
.

9
9
11
14
15
16
16
22
24
25
26
27
27
29
33

2.5
2.6
2.7

2.8

Improved Algorithms . . . . . . . . . . .
Practical Implementation . . . . . . . . .
Simulation Study . . . . . . . . . . . . .
2.7.1 Simulation Settings . . . . . . . .
2.7.2 Simulation Results . . . . . . . .
2.7.3 The Effect of Selected Class . . .
2.7.4 The Effect of Missing Information
Discussion . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

3 Access Strategies in Network Caching
3.1 Problem Overview . . . . . . . . . . . . . . . . . . . .
3.1.1 Related work . . . . . . . . . . . . . . . . . . .
3.1.2 System Model and Preliminaries . . . . . . . . .
3.1.3 Our Contribution . . . . . . . . . . . . . . . . .
3.2 The Fully Homogeneous Case . . . . . . . . . . . . . .
3.3 A Potential-based Algorithm . . . . . . . . . . . . . . .
3.4 A Knapsack-based Algorithmic Framework . . . . . . .
3.5 A Partition-and-Merge Algorithmic Framework . . . .
3.5.1 High-level Description of the Algorithm . . . . .
3.5.2 Preliminaries . . . . . . . . . . . . . . . . . . .
3.5.3 The PGM Algorithm . . . . . . . . . . . . . . .
3.5.4 Performance and Run Time Analysis . . . . . .
3.6 Simulation Study . . . . . . . . . . . . . . . . . . . . .
3.6.1 System Topology and Costs . . . . . . . . . . .
3.6.2 Data Store Characteristics . . . . . . . . . . . .
3.6.3 Traffic Trace, Metrics, and Simulated Scenarios
3.6.4 Heterogeneous Case (OVH network) . . . . . .
3.6.5 Homogeneous Case: Varying Data Store Size . .
3.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

4 Virtual Machine Placement in Virtual Network Functions
4.1 Problem Overview . . . . . . . . . . . . . . . . . . . . . . .
4.1.1 Related Work . . . . . . . . . . . . . . . . . . . . . .
4.1.2 System Model . . . . . . . . . . . . . . . . . . . . . .
4.1.3 Our Contribution . . . . . . . . . . . . . . . . . . . .
4.2 The Impact of Parallelism on Existing Placement Algorithms
4.2.1 Evaluated Algorithms . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.
.
.

34
37
38
39
41
41
44
45

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

46
46
48
49
52
52
54
56
61
61
62
62
65
69
69
70
71
71
74
74

.
.
.
.
.
.

75
75
76
78
80
81
81

4.3
4.4

4.5
4.6
4.7

4.2.2 Datasets . . . . . . . . . . . . . . . . . . . . . . .
4.2.3 Experiments . . . . . . . . . . . . . . . . . . . . .
The Adaptive Partial State Random (APSR) Algorithm .
Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.4.1 Balls-and-bins Model . . . . . . . . . . . . . . . .
4.4.2 SLA Guarantees with Availability Lower Bounds .
Practical Implementation of APSR . . . . . . . . . . . .
Evaluation of the APSR Algorithm . . . . . . . . . . . .
4.6.1 Trace-based Simulation . . . . . . . . . . . . . . .
Discussion . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

. 82
. 83
. 85
. 87
. 87
. 91
. 93
. 95
. 95
. 100

Appendices

101

A Running Example of SA

102

List of Figures
2.1
2.2
2.3
2.4
2.5
2.6
2.7
2.8

An example of an arrival sequence with known and unknown packets
Lower bounds on the competitive ratio of every randomized algorithm
Visualization of the mappings induced by the analysis of SA and SA*
Probability distribution function of the characteristics values . . . . .
Effect of chosen work-class i∗ . . . . . . . . . . . . . . . . . . . . . . .
Effect of chosen profit-class j ∗ . . . . . . . . . . . . . . . . . . . . . .
Effect of expected number of U -packets during the HIGH state . . . .
Effect of admittance probability of U -packets r . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

10
24
37
40
42
43
44
44

3.1
3.2
3.3
3.4

Motivation for the access strategy problem. . . . . . . . . . . . . . . . . . . . . .
PGM’s partition and generate steps. . . . . . . . . . . . . . . . . . . . . . . . .
PGM’s merge step. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Histogram of ci,j values for the OVH network, based on Eq. 3.26, using α = 0.5
and T = 500. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Homogeneous network with varying data store size. The miss penalty is set to
β = 100, and the target false positive ratio is 0.02. . . . . . . . . . . . . . . . . .

47
62
64

3.5

4.1
4.2
4.3

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

Decline ratios for different placement algorithms and varying number of parallel
schedulers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Resource utilization and number of schedulers in APSR (requests have infinite
lifetime) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Resource utilization and number of schedulers in APSR (requests have finite
lifetime). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

70
73

84
98
99

A.1 Running Example of SA . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103

List of Tables
2.1
2.2

List of symbols used in Chapter 2 . . . . . . . . . . . . . . . . . . . . . . . . . .
Running example of SubOPT. . . . . . . . . . . . . . . . . . . . . . . . . . . . .

12
18

List of symbols used in Chapter 3 . . . . . . . . . . . . . . . . . . . . . . . . . .
Approximation guarantees and run-time of proposed algorithms . . . . . . . . .
OVH network simulation. Results present for every scenario and every policy the
Access Cost (AC) and Total Cost (TC). The values are normalized by the TC of
the Perfect Indicators policy. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.4 OVH network simulation with varying false positive (FP) ratios. The miss penalty
is set to β = 100. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

49
69

4.1
4.2
4.3
4.4
4.5

80
82
83
83

3.1
3.2
3.3

4.6
4.7

List of symbols used in Chapter 4 . . . . . . . . . . . . . . . . . . . . . . . . . .
Normalized breakdown of request flavors in the NFV dataset . . . . . . . . . . .
Normalized breakdown of request flavors in the Google dataset . . . . . . . . . .
Normalized breakdown of request flavors in the Amazon EC2 dataset . . . . . .
Decline ratios of APSR and other placement algorithms when varying the number
of schedulers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Total number of queries, throughput and decline ratios of APSR versus Random
Average number of schedulers per budget . . . . . . . . . . . . . . . . . . . . . .

71
72

96
97
99

Abstract
Communication networks are used today everywhere and in every scale: starting from small
Internet of Things (IoT) networks at home, via campus and enterprise networks, and up to
tier-one networks of Internet providers. Accordingly, network devices should support a plethora
of tasks with highly heterogeneous characteristics in terms of processing time, bandwidth energy
consumption, deadlines and so on. Evaluating these characteristics and the amount of currently
available resources for handling them requires analyzing all the arriving inputs, gathering
information from numerous remote devices, and integrating all this information. Performing
all these tasks in real time is very challenging in today’s networking environments, which are
characterized by tight bounds on the latency, and always-increasing data rates. Hence, network
algorithms should typically make decisions under uncertainty.
This work addresses optimizing performance in heterogeneous and uncertain networking
environments. We begin by detailing the sources of heterogeneity and uncertainty and show
that uncertainty appears in all layers of network design, including the time required to perform
a task; the amount of available resources; and the expected gain from successfully completing
a task. Next, we survey current solutions and show their limitations. Based on these insights
we develop general design concepts to tackle heterogeneity and uncertainty, and then use
these concepts to design practical algorithms. For each of our algorithms, we provide rigorous
mathematical analysis, thus showing worst-case performance guarantees. Finally, we implement
and run the suggested algorithms on various input traces, thus obtaining further insights as
to our algorithmic design principles. We exemplify our approach on three concrete networking
environments, namely: (i) packet buffers, (ii) network caching, and (iii) placement of virtual
machines in the cloud.

Chapter 1
Introduction
A common saying claims that “it is difficult to make predictions, especially about the future”.
Indeed, the last fifty years saw a tremendous research effort focusing on online problems, where
future input is unknown, and input is revealed on-the-fly, during execution. Traditionally, this
literature assumed that while predicting the future is very difficult, measuring present and past
inputs is straight-forward and affordable.
Unfortunately, this assumption is far too optimistic in modern networking environments.
Having complete, up-to-date information about the input requires analyzing huge quantities
of data, maintaining data structures, and gathering and integrating information from multiple
sources and devices. These tasks don’t scale fast enough to meet the demands of today’s
networking environments, which are characterized by high heterogeneity and always-increasing
data rates. Furthermore, allocating more resources for performing these tasks leaves fewer
resources available for processing and transmitting the data. In this aspect, the problem of
decision making under uncertainty resembles Heisenberg’s uncertainty principle, which claims
that the act of measuring necessarily impacts the measured data.
The rest of this introductory chapter is organized as follows. First, we explain the challenges
faced when coming to research uncertain environments. Next, we explain how our research
addresses these challenges. Further on, we discuss the sources of heterogeneity and uncertainty
in networking environments. Finally, we overview our contribution, focusing on three concrete
networking environments: (i) packet buffers, (ii) network caching, and (iii) placement of virtual
machines in the cloud.

1.1

The challenge of Researching Uncertain Environments

Uncertainty appears in all layers of network design, including the time required to complete

1

a task, such as processing a data packet, or computing a network function; the amount of
currently available resources (e.g., CPU, and memory); and the expected profit gained upon
successfully completing a task.
Introducing uncertainty to networking research sets new challenges. For instance, it is
necessary to formulate new system models which well capture the possibility that some of
the system’s behaviour is unknown and to design algorithms which operate under uncertainty.
However, developing such algorithms is very hard, and it is harder still to provide performance
guarantees for such algorithms. For instance, two common approaches in network design are to
plan either for the average-case, or for the worst-case. However, in an uncertain environment,
the average-case is typically unknown, and hence cannot be accurately evaluated. On the other
hand, planning for the worst-case may be a too pessimistic approach, because the worst-case
may occur only very rarely, if at all. Other common approaches to evaluate suggested algorithms
is to use simulations, or a real-world implementation. However, in the face of uncertainty, it
is especially important to carefully pick input traces that well reflect a wide range of possible
real-world behaviours. For instance, the widely-used Poisson process for input generation may
be insufficient for imitating the behaviour of highly dynamic and uncertain systems.
In the next section we detail our research methodology for tackling these challenges.

1.2

Research Methodology

We now describe the research methodology used in our research, starting from a system model,
through rigorous mathematical analysis, and ending with the evaluation of the proposed solutions.

1.2.1

System Model and Optimization Criteria

The most fundamental step when coming to study a new problem is the development of a
mathematical model, which should be both well established by the needs and possibilities of
real-world network equipment, and mathematically coherent and consistent. The model should
also well define the optimization criteria.
Our focus on heterogeneous and uncertain environments translates to using models with the
following characteristics:
(i) The cost of measuring. Exploring the inputs in an uncertain environment incurs high overhead
in terms of processing power, bandwidth, etc. Hence, the model should associate some cost for
each analysis or measurement of the coming traffic.
(ii) Budget constraint, or penalty function. The main goal of a networking algorithm is commonly
to maximize throughput, captured by the total gain from completed tasks per time unit. However,
the goal of maximizing throughput typically conflicts with other design goals, such as minimizing
latency or communication overhead. This conflict may be modelled by either a penalty function,
2

which the algorithm “pays” upon consumption of a resource (e.g., a cost paid for every message
sent); or by forcing a budget constraint on the total resources an algorithm may use.
(iii) Unbounded inputs. By its definition, in an uncertain environment it is hard to predict
the future inputs, or even to assume it follows a certain pattern, based on the current input because the current input is also not fully known. Hence, our models aim at minimizing the
assumptions taken with respect to the characteristics of incoming traffic.
(iv) Multi-dimensional Heterogeneity. Traditionally, it was common to assume that the inputs
for the problem differ from each other in only one aspect (e.g., all tasks have uniform run-time,
but some tasks are more valuable). Using such a single-dimensional heterogeneity assumption,
it is easy to order, or prioritize, the inputs. However, this assumption is not valid anymore
in nowadays networking environments, where servicing an incoming request requires multiple
resources (e.g., CPU, memory and storage), and incurs multi-dimensional costs (e.g., latency,
bandwidth, and energy). Our models address the most general cases, of multi-dimensional
heterogeneity.

1.2.2

Competitive Analysis

We evaluate the performance of online algorithms by means of competitive analysis [1, 2].
The main advantage of competitive analysis is that it provides worst-case guarantees on the
performance of the online algorithm, while making no assumptions with regard to the input
data, which is frequently unpredictable in heterogeneous and uncertain environments.
An algorithm Alg is said to be c-competitive for a maximization objective if for every finite
input sequence σ, the performance of any algorithm for this sequence is at most c times the
performance of Alg (c ≥ 1). As a consequence, proving an upper bound of cu on the competitive
ratio of a specific online algorithm Alg guarantees, that for every finite input sequence σ, the
performance of Alg for this sequence is at least c1u times the performance achievable by an
optimal offline algorithm, OPT. Proving a lower bound of c` on the competitive ratio of online
algorithms means that no online algorithm can guarantee to gain in every input sequence σ a
performance which is more than c1` times of the performance which OPT can obtain for the
same input sequence σ.

1.2.3

Approximation Algorithms

Many fundamental optimization problems are NP-hard, that is, cannot be solved by current
known tools in time which is polynomial in the input size. A common approach to tackle
this limitation is to relax the requirements of finding an optimal solution and instead focus
on finding a solution that is “good enough” in reasonable time. This is the approach taken by
approximation algorithms [3].
3

The formal definition used to qualify approximation algorithms is similar to the one used
in competitive analysis. We say that an algorithm Alg is a c-approximation algorithm for a
maximization objective if (i) Alg runs in polynomial-time, and (ii) for every finite input sequence
σ, the performance of Alg for this sequence is at least 1c times the performance achievable by an
optimal algorithm, OPT.
In uncertain environments, providing such performance guarantees for Alg is especially hard,
because not only that Alg doesn’t know the inputs a-priory, but also Alg may not known the
inputs a-posteriori. For instance, not only that Alg does not know which packets will arrive in
the next cycle, but Alg may not know the characteristics of the packets which already arrived in
the previous cycle.

1.2.4

Simulations

Competitive analysis and approximation algorithms are very useful for showing worst-case
guarantees. However, the performance of algorithms on real traffic may be far superior to that
of the worst case bounds. It is therefore instructive to conduct a simulation study, which would
compare the performance of different algorithms in more realistic scenarios. In addition, a
simulation study can provide further insights as to the algorithmic concepts and shed light on
the effect that various parameters have on the problem, well beyond the insights arising from a
worst-case mathematical analysis. Simulation traces may be generated either synthetically or
using real-world data as follows.
Synthetic inputs. A common method to obtain input sequences for simulations is to generate
an input trace that follows some known random distribution. In particular, arrival times
are frequently modelled as a Poisson process. However, for better imitating an uncertain
environment, and in particular bursty traffic, we sometimes use a Modulated Markov Poisson
Process (MMPP)[4]. Using such a stochastic process for traffic generation, the input occasionally
(and randomly) switches between two states: HIGH – which imitates bursty periods, with small
expected inter-arrival time; and LOW - which imitates relaxed periods, with large expected
inter-arrival time. Thus, the LOW periods allow the system to drain the load generated during
the bursty period. An example of an MMPP used in our work can be found in Section 2.7.1.
Real-world data. Obviously, synthetic traces do not accurately reflect the characteristic
of real-world input sequences. It is therefore instructive to generate input sequences using
real-world data. This data may include the arrival times of the inputs, the characteristics of
incoming requests (e.g., required processing time), and the properties of the underlying system e.g., the topology and capacities of nodes and links.
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Concrete examples of real-world traces used in this work are Wikibench [5], a trace of real
accesses to Wikipedia (see Section 3.6); and datasets recorded in cloud services by Google and
Amazon (see Section 4.2).

1.3

Sources of Heterogeneity and Uncertainty

We now describe the sources of heterogeneity and uncertainty in each of the three networking
environments addressed in this work. Finally, we introduce our work and overview our contribution in three concrete networking environments: (i) packet buffers, (ii) network caching, and
(iii) placement of virtual machines in the cloud.

1.3.1

Scheduling and Management of Packet Buffers

Some of the most basic tasks in computer networks involve scheduling and managing packet
queues equipped with finite buffers. Processing data packets in modern networking equipment
spans multiple tasks, including various forms of DPI (Deep Packet Inspection), MPLS [6] and
VLAN [7] tagging, encryption / decryption, compression / decompression, and more. This
translates to increased heterogeneity in the required processing time and QoS (Quality of Service)
of the arriving packets.
Traditionally, the research studying scheduling and management of packet queues assumed
that the various properties of any packet — e.g., its QoS characteristic, its required processing,
its deadline -– are known upon its arrival [8]. However, this assumption is in many cases
unrealistic. For instance, when a packet is recursively encapsulated a few times by MPLS,
VLAN, or IPSec (secured Internet Protocol), it is hard to determine in advance the total number
of processing cycles that such a packet would require [9, 10]. Furthermore, the QoS features
of a packet are commonly determined by its flow ID, which is in many cases known only after
parsing [10].
In data center network architectures such as PortLand [11], ingress switches query a cache
for an application-to-location address resolution. A cache miss, which is unpredictable by nature,
results in forwarding of the packet to the switch software or to a central controller, which
performs a few additional processing cycles before the packet can be transmitted. Similarly, in
the realm of Software Defined Networks, ingress switches query a cache for obtaining rules for a
packet [12], which may also depend on priorities [13]. In such a case, a cache miss results in
additional processing until the rules are retrieved and the profit from the packet is known.
In Chapter 2 we address the problem of maximizing throughput in packet buffers where the
characteristics of some arriving traffic are unknown upon arrival.
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1.3.2

Access Strategies in Network Caching

Network caching is a prominent networking primitive, used for efficiently distributing data in
numerous environments, such as Content Delivery Networks (CDNs) [14, 15], 5G in-network
caching [16, 17], and wide area networks [18].
Typically, the provider distributes the data to multiple data stores, thus bringing it closer
to the end users, who can now obtain the data faster, and with lower bandwidth and energy
consumption. The user can therefore look for a requested datum in multiple locations, where
accessing each datastore incurs some cost, in terms of latency, bandwidth and energy. If the
user fails to find the requested datum in any of the datastores he accesses, he pays a high miss
penalty, e.g. for retrieving the datum from a remote site.
For helping the user make a decision with regard to which datastores to access, each
datastore commonly sends a periodic update, or indicator, which is a compact summary of the
list of items in the datastore. The most known indicator is the Bloom filter and its numerous
variants [19, 20, 21], but there exist other indicators, such as the TinyTable [22].
Due to space and bandwidth constraints, the indicator is not an exact list of cached items,
but merely a compact summary of it, and may therefore experience false replies. That is, an
indicator may indicate that a given item is held by a certain datastore while it is actually not
there, and vice versa. As a result, a user who is looking for datum x for which there exist
multiple positive indications experiences a hard problem of decision making under uncertainty:
how to minimize the aggregate access cost to datastores, while keeping a low probability of a
miss.
In Chapter 3 we address the problem of developing access strategies for multiple datastores
in an heterogeneous and uncertain environment.

1.3.3

Placement of Virtual Machine in the Cloud

The cloud computing paradigm provides computing and networking services by running virtual
machines (VMs) in the cloud, without relying on local physical machines [23, 24]. One of
the key tasks performed by a cloud service provider is the placement of new virtual machines
in computing nodes (hosts). Although this is a fundamental task, performing it efficiently is
challenging, as different VMs have heterogeneous requirements for computing resources (e.g.
CPU, memory and storage). To place a new VM, one should find a host with enough available
resources to meet its concrete resource requirements. However, obtaining a fresh status of the
available resources in every host in such a heterogeneous and dynamic environment incurs a
high communication overhead and complex synchronization mechanisms.
In Chapter 4 we study the problem of placing virtual machines in large clouds, where
maintaining an always-fresh full system’s state in impractical, resulting in a highly uncertain
6

environment.

1.4

Overview of the Thesis

This thesis studies fundamental problems in several networking environments, which are characterized by high heterogeneity and uncertainty. In what follows we overview our contribution in
each of these environments.
Buffer management and Scheduling. In Chapter 2 we introduce the problem of buffer
management and scheduling in an heterogeneous and uncertain environment. We propose a new
model, in which the characteristics of some of the incoming packets are unknown upon arrival.
We present lower bounds on the performance of any randomized algorithm for the problem.
In our proofs we use a novel technique, in which we bound the expected number of packets
in the buffer of an optimal offline algorithm by means of a Markov process; we believe that
this technique may be of independent interest. Next, we describe several algorithmic concepts
tailored for the problem, and develop an algorithm that applies these algorithmic concepts and
prove upper-bound on the competitive ratio of our algorithm. We further validate and evaluate
the performance of our proposed algorithms via an extensive simulation study. Our results
highlight the effect the various parameters have on the problem, well beyond the insights arising
from our rigorous mathematical analysis. Our work extends the rich literature about scheduling
and buffer management by tackling the challenging problem of packets whose characteristics are
unknown upon arrival, which is the common case in modern networking environments. These
results also appear in [25].
Access Strategies in Network Caching. In Chapter 3 we study the problem of developing
access strategies for multiple datastores with uncertainty. We formally model this problem in
very general and heterogeneous settings with varying access costs and per-datastore hit ratios.
Next, we show that previously suggested strategies are too simplistic and implicitly rely on
specific assumptions about the workload, or the underlying system. Thus, in general, an access
strategy that works well in one scenario may be inefficient for another.
Further on, we develop and analyze the performance of several practical approximation
algorithms that work in polynomial time. Through an extensive evaluation with varying system
parameters, we show that our algorithms are more stable than existing approaches. That is,
they outperform or achieve very similar access costs to the best competitor for any tested
system configuration. Our results show that access strategies that take into account the level
of uncertainty may improve upon the traditional approach for the datastore selection problem.
Some of these results also appear in [26].
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Virtual Machine Placement in Virtual Network Functions. In Chapter 4 we study
the problem of placing new VMs for virtual network functions in an uncertain heterogeneous
environment. We explore the impact of parallelism on the ratio of failed placements (decline
ratio) in various popular placement algorithms. We show that employing multiple parallel
deterministic schedulers may result in a very high communication overhead, and a high decline
ratio. We therefore suggest using independent random schedulers, where each scheduler samples
but a few hosts, as a solution which potentially allows for high throughput, while keeping low
decline ratio, and low communication overhead.
Based on our suggested concept we introduce our proposed algorithm, Adaptive Partial
State Random (APSR), that dynamically adjusts the number of parallel schedulers according to
the system’s utilization, and incorporates randomness into its decision making. We formally
analyze the performance of APSR and provide guarantees as to its communication overhead and
expected decline ratio. We also evaluate the performance of APSR using three real-life datasets
and show that it enables a high degree of parallelism (e.g., effectively running 20-100 schedulers)
in a variety of realistic scenarios. We further show that APSR reduces the communication
overhead by over 85% compared to state of the art algorithms. These results highlight the
promise of our approach, of using multiple independent lightweight random schedulers, as a
scalable and highly reactive solution, which provides good performance and low communication
overhead in various various configurations and scenarios. Part of our results also appear in [27].
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Chapter 2
Buffer Management and Scheduling
2.1

Problem Overview

Some of the most fundamental tasks in computer networks is the scheduling and management
of packet buffers, where the primary goal in such settings is maximizing the throughput of the
system. As explained in Section 1.3, in modern networks the various properties of a packet – e.g.,
its QoS characteristic, its required processing, its deadline – are typically unknown upon arrival.
These characteristics usually become known once a packet undergoes some initial processing, or
parsing. However, for traffic corresponding to the same flow, it is common for characteristics
to be unknown when the first few packets of the flow arrive at a network element, and once
these properties are unraveled, they become known for all subsequent packets of this flow. It
therefore follows that only part of the arriving packets has unknown characteristics upon arrival,
which become known after parsing.
In this chapter we address such scenarios where the characteristics of some arriving traffic are
unknown upon arrival, and are only revealed when a packet has undergone some initial processing
(parsing), “causing the mist to clear”. We model and analyze the performance of algorithms in
such settings, and in particular we develop online scheduling and buffer management algorithms
for the problem of maximizing the profit obtained from delivered packets, and provide guarantees
on their expected performance using competitive analysis.1
We focus on the general case of heterogeneous processing requirements (work) and heterogeneous profits [28]. We assume priority queueing, where the exact priorities depend on the
specifics of the model studied. We present both algorithms and lower bounds for the problem of
dealing with unknown characteristics in these models. Furthermore, we highlight some design
concepts for settings where algorithms have limited knowledge, which we believe might apply to
additional scenarios as well.
1

Please refer to the definition of competitive analysis in Section 1.2.2.
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Figure 2.1: An illustrative example of an arrival sequence with known and unknown packets
As an illustration of the problem, assume we have a 3-slots buffer, equipped with a single
processor, and consider the arrival sequence depicted in Fig. 2.1. In the first cycle, we have seven
unit-size packets arriving, out of which three will provide a profit of 5 upon successful delivery,
each requiring 5 processing cycles (work). The characteristics of these three packets are known
immediately upon arrival. The characteristics of the remaining four packets (marked gray) are
unknown upon arrival. We therefore dub such packets U -packets (i.e., unknown packets). Each
of these four U -packets may turn out to be either a "best" packet, requiring minimal work
and having maximal profit; a "worst" packet, requiring maximal work and having minimal
profit; or anything in between. Thus, already at the very beginning of this simple scenario, any
buffering algorithm would encounter an admission control dilemma: how many U -packets to
accept, if any? This dilemma can be addressed by various approaches including, e.g., allocating
some buffer space for U -packets, accepting U -packets only when current known packets in the
buffer are of poor characteristics, in terms of profit, or of profit to work ratio, etc. In case
that the algorithm accepts U -packets, an additional question arises: which of the U -packets to
accept into the buffer? Obviously, for any online deterministic algorithm, there exists a simple
adversarial scenario, which would cause it to accept only the "worst" U -packets (namely, packets
with maximal work and minimum profit), while an optimal offline algorithm would accept the
best packets. This motivates our decision to focus our attention on randomized algorithms.
We now turn to consider another aspect of handling traffic with some unknown characteristics.
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Assume the scenario continues with 5 cycles without any arrival, and then a cycle with an
identical arrival pattern - namely, three known packets with both work and profit of 5 per
packet, and four U -packets. This sheds light on a scheduling dilemma: which of the accepted
packets should better be processed first? every scheduling policy impacts the buffer space
available in the next burst. For instance, a run-to-completion attitude would enable finishing the
processing of one known packet by the next burst, thus allowing space for accepting a new packet
without preemption. However, one may consider an opposite attitude - namely, parsing as many
U -packets as possible, thus "causing the mist to clear", allowing more educated decisions, once
there are new arrivals. In terms of priority queuing, this means over-prioritizing some U -packets,
and allowing them to be parsed immediately upon arrival. We further develop appropriate
algorithmic concepts based on the insights from this illustrative example in Section 2.3.

2.1.1

System Model

We now describe our system model. For ease of reference, all the notations used in this chapter
are summarized in Table 2.1. Our system model consists of four main modules, namely, (a) an
input queue equipped with a finite buffer, (b) a buffer management module which performs
admission control, (c) a scheduler module which decides which of the pending packets should be
processed, and (d) a processing element (PE), which performs the processing of a packet.
We divide time into discrete cycles, where each cycle represents a fixed time slot, and consists
of three steps: (i) The transmission step, in which fully-processed packets leave the queue,
(ii) the arrival step, in which new packets may arrive, and the buffer management module
decides which of them should be retained in the queue, and which of the currently buffered
packets should be pushed-out and dropped, and finally (iii) the processing step, in which the
scheduler assigns a single packet for processing by the PE, which in turn processes the packet.
We consider a sequence of unit-size packets arriving at the queue. Upon its arrival, the
characteristic of each packet may be known - in which case we refer to the packet as a K-packet
(i.e., known packet); or unknown - in which case we refer to the packet as a U -packet (i.e.,
unknown packets). We let M denote the maximum number of U -packets that may arrive in
any single cycle. We focus our attention on the case where M > 0, unless specifically stated
otherwise.
Each arriving packet p has some (1) intrinsic benefit (profit) v(p) ∈ {1, . . . , V }, and (2) required number of processing cycles (work ), w(p) ∈ {W0 , W0 + 1, . . . , W }. Unless explicitly
stated otherwise, we consider the most general case, namely, W0 = 1.
To simplify the expressions throughout the paper, we assume that both V and W are powers
of 2.2 We use the notation (w, v)-packet to denote a packet with work w and profit v. We note
2

Our results degrade by a mere constant factor otherwise.
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that the uniform case where all packets require the same amount of work, and all packets have
the same profit, is trivial, since the simple run-to-completion policy is optimal. We therefore
focus our attention on non-uniform traffic.
In our model, similarly to [29], upon processing a U -packet for the first time, its properties
become known. We therefore refer to such a first processing cycle of a U -packet as a parsing
cycle. Non-parsing cycles where the processor is not idle are referred to as work cycles.
The queue buffer can contain at most B packets. We assume B ≥ 2, since the case where
B = 1 is degenerate. The head-of-line (HoL) packet at time t (for a given algorithm Alg) is the
highest priority packet stored in the buffer just prior to the processing step of cycle t, namely,
the packet to be scheduled for processing in the processing step of t. We say the buffer is empty
at cycle t if there are no packets in the buffer after the transmission step of cycle t.
We study queue management algorithms, which are responsible for both the buffer management and the scheduling of packets for processing. In particular, we focus our attention on
algorithms targeted at maximizing the throughput of the queue, i.e. the overall profit from all
packets successfully transmitted out of the queue. The throughput of algorithm Alg is denoted
by T P (Alg). We use the terms throughput and performance interchangeably.
An algorithm is said to be greedy if it accepts packets as long as there is available buffer
space. We further focus our attention on work-conserving algorithms, i.e., algorithms which
never leave the PE idle unnecessarily. We evaluate the performance of online algorithms using
competitive analysis, as detailed in Section 1.2.2.
Table 2.1: List of symbols used in this chapter. The rightmost colon details the section
where the symbol is used. A blank entry means that the symbol is used throughout the
chapter.
Symbol

Meaning

Section

K-packet

Packet whose characteristics are known upon arrival

U -packet

Packet whose characteristics are unknown upon arrival

M

maximum number of U -packets that may arrive in any single
cycle

w(p)

work of packet p

v(p)

profit of packet p

(w, v)-packet

packet with work w and profit v

W0

minimal work of a packet

W

maximal work of a packet

V

maximal profit of a packet
Continued on next page
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Table 2.1 – continued from previous page
Symbol

Meaning

Section

B

Size of the buffer (maximal number of packets)

T P (Alg)

throughput (performance) of algorithm Alg

N

number of cycles during the fill phase

r

probability that an algorithm parses new packets during a given
cycle

qj

the state where there are j (W0 , V )-packets in SubOPT’s buffer
at the beginning of an iteration

2.2

αk

the probability of having exactly k (W0 , V )-packets arriving during
one iteration

2.2

Ci

work-class

2.4, 2.5

(P )
Cj

profit-class

2.4, 2.5

C(i,j)

combined-class of a packet belonging to work-class Ci
(P )
profit-class Cj

(W )

2.2

(W )

and

2.4, 2.5

δW

maximal ratio between the work values of two packets belonging
to the same work-class

2.4, 2.5

δV

maximal ratio between the profit values of two packets belonging
to the same profit-class

2.4, 2.5

G

the selected class

2.4, 2.5

G-packets

packets which belong to the selected class, G

2.4, 2.5

`W

number of work-classes

2.4, 2.5

`V

number of profit-classes

2.4, 2.5

A(w,v) (t)

number of U -packets with work w and profit v, which arrive in
cycle t

2.4, 2.5

P (fill)

sets of cycles in which SA is in the fill phase

2.4, 2.5

P (flush)

sets of cycles in which SA is in the flush phase

2.4, 2.5

Sα (t)

expected profit of SA from α-packets which arrive during cycle t

2.4, 2.5

Sα , Oα

overall expected profit of SA, OPT from α-packets

2.4, 2.5

expected profit of OPT from GU -packets which arrive during a
P (fill) period

2.4, 2.5

(U )

(fill)

OGU

Continued on next page
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Table 2.1 – continued from previous page
Symbol
(flush)

OGU
∗
C(i,j)

Meaning

Section

expected profit of OPT from GU -packets which arrive during a
P (flush) period

2.4, 2.5

the (i, j)-closure class:

2.5
[

∗
=
C(i,j)

C(i0 ,j 0 )

i0 ≤i,j 0 ≥j

2.1.2

Related Work

Competitive algorithms for scheduling and management of bounded buffers have been extensively
studied for the past two decades. The problem was first introduced in the context of differentiated
services, where packets have uniform size and processing requirements, but some of the packets
have higher priorities, represented by a higher profit associated with them [30, 31, 32]. The
numerous variants of this problem include models where packets have deadlines or maximum
lifetime in the switch [31], environments involving multi-queues [33, 34, 35, 36] and cases with
packets dependencies [37, 38], to name but a few. An extensive survey of these models and their
analysis can be found in [8].
While traditionally it was assumed that packets have heterogeneous profits but uniform
work (processing requirements), some recent work introduced the complementary problem, of
uniform profits with heterogeneous work [39]. This work presented an optimal algorithm for
the fundamental problem, as well as online algorithms and bounds on the competitive ratio
for numerous variants. Subsequent research investigated related problems with heterogeneous
work combined with heterogeneous packet sizes [40], or with heterogeneous profits [28, 41].
In particular, [28] showed that the competitive ratio of some straight-forward deterministic
algorithms for the problem of heterogeneous work combined with heterogeneous profits is linear
in either the maximal work W , or in the maximal profit V , even when the characteristics of all
packets are known upon arrival. These results motivate our focus on randomized algorithms.
While most of the literature above assumed that all the characteristics of packets are known
upon arrival, this assumption was put in question recently [29] by noting that it is often
invalid. However, the main problem addressed in [29] revolved around developing schemes for
transmitting packets of the same flow in-order, while our work focuses on maximizing throughput
with limited buffering resources, and designing both buffer management and scheduling policies
targeted at this objective.
Maybe closest to our work are the recent studies considering serving in the dark [42, 43],
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which investigate an extreme case where the online algorithm learns the profit from a packet
only after transmitting it. These studies consider highly oblivious algorithms, whereas our
model and our proposed algorithms dwell in a middle-ground between the well studied models
with complete information, and these recent oblivious settings. Our work further considers
traffic with variable processing requirements, whereas [42, 43] focus on settings where all packets
require only a single processing cycle, and they differ only by their profit.
The problem of optimal buffering of packets with variable work is closely related to the
problem of job scheduling in a multi-threaded processor, which was extensively studied. A
comprehensive survey of online algorithms for this problem can be found in [44]. This body of
work, however, differs significantly from our currently studied model. The major differences
are that packet buffering has to deal with limited buffering capabilities, and is targeted at
maximizing throughput. Processor job scheduling, however, usually has no strict buffering
limitations, and is mostly concerned with minimizing the response time.

2.1.3

Our Contribution

We introduce the problem of buffering and scheduling which aims to maximize throughput where
the characteristics of some of the packets are unknown upon arrival. We focus our attention on
traffic where every packet has some required processing cycles, and some profit associated with
successfully transmitting it.
In Section 2.2 we present lower bounds on the performance of any randomized algorithm for
the problem. Specifically, we show that no algorithm can have a competitive ratio better than
Ω(min {W V, M }), even against an adversary which can accommodate merely 2 packets in its
buffer, where W and V denote the maximum work and profit of a packet, respectively, and M
represents the maximum number of unknown packets which may arrive in any single cycle. We
also prove stronger lower bounds for the general settings using a novel technique, in which we
bound the expected number of packets in the buffer of an optimal offline algorithm by means of
a Markov process.
In Section 2.3 we describe several algorithmic concepts tailored for dealing with unknown
characteristics in such systems. We follow by presenting an algorithm that applies our suggested
algorithmic concepts in Section 2.4. For the most general case, we prove our algorithm has a
competitive ratio of O(M log V log W ). We further show how to improve this bound in several
important special cases.
In Sections 2.5-2.6 we present some modifications and heuristics applicable to our algorithm
that, while leaving the worst-case guarantees intact, are designed to improve performance
compared to the baseline algorithmic design. The modified algorithm can cope with cases where
neither the maximal amount of work and profit, nor the maximum number of unknown packets
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per cycle, are known in advance.
We further validate and evaluate the performance of our proposed algorithms in Section 2.7
via an extensive simulation study. Our results highlight the effect the various parameters have
on the problem, well beyond the insights arising from our rigorous mathematical analysis.
We conclude in Section 2.8 with a discussion of our results, and also highlight several
interesting open questions.

2.2

Lower Bounds

In this section, we present lower bounds on the competitive ratio of any randomized algorithm
for our problem.
These lower bounds serve two main objectives: (i) They represent the best competitive ratio
which one can hope to achieve; and (ii) the hard scenarios used in the proofs of these lower
bounds highlight the challenges which any competitive online algorithm would have to tackle.

2.2.1

Highly-restricted Adversaries

In this section, we prove lower bounds on the competitive ratio of any online algorithm for our
problem, compared to a highly-restricted adversary which uses a buffer which can only store a
single packet. This restriction on the amount of buffer space available for the adversary enables
us to better highlight the scaling laws of the problem, depending on the various parameters.
Theorem 1. If V ≥ 1, M ≥ 1 and the work of each packet is w(p) ∈ {W0 , W0 + 1, . . . , W }
where W ≥ 2, then the competitive ratio of any randomized algorithm for non-uniform traffic is
at least
"

M W0 #
1
V (W − 1)
1− 1−
,
2W0
V (W − 1) + 1 − W0
even against an optimal offline algorithm which has a buffer which can only store a single
packet.
Proof. First note that since traffic is non uniform, we are guaranteed to have either V > 0 and
/ or W > W0 , and therefore V (W − 1) + 1 − W0 6= 0.
We prove the theorem using Yao’s principal [45]. In a nutshell, Yao’s principal claims that
the expected performance of any randomized algorithm is at most the expected performance of
any deterministic algorithm for a worst-case probability distribution of the input. Hence, we
define a carefully crafted distribution over arrival sequences, and show a lower bound on the
ratio between the expected performance of an optimal clairvoyant algorithm for the problem,
and the expected performance of any deterministic algorithm for the problem.
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We will show that the claim is true even if the optimal offline algorithm uses a buffer that
can hold only a single packet. We define the following collection of arrival sequences, where each
arrival sequence has two phases: a Fill phase, and a Flush phase. The Fill phase consists of
iterations as follows. Each iteration begins with W0 cycles without arrivals; and continues with
W0 cycles with M U -packets arriving per cycle, where each packet is a (W0 , V )-packet with
probability p, and a (W, 1)-packet with probability (1 − p), for some constant p to be determined
later. The total number of cycles during the fill phase is N , where N is a large integer, so we
N
have 2W
iterations. Once the fill phase ends, it is followed by the Flush phase, which consists
0
of BW cycles without arrivals. We note that due to the random choices of packets being either
(W0 , V )-packets or (W, 1)-packets, the above structure induces a distribution over a collection of
possible arrival sequences.
To simplify our analysis, we define the SubOPT policy, which works as follows. Within
the fill phase, during each iteration, SubOPT accepts at most one (W0 , V )-packet which has
arrived during the iteration, if such a packet exists. This packet is the one considered picked by
SubOPT in that iteration. Starting from the second iteration, during the first W0 cycles of each
iteration, SubOPT processes the packet it picked during the previous iteration (if such a packet
exists), and transmits it. During the flush phase, SubOPT processes and finally transmits the
packet it picked during the last iteration. It should be noted that SubOPT is neither greedy nor
work conserving. Moreover, the expected throughput of SubOPT serves as a lower bound on
the expected optimal throughput possible.
Table 2.2 illustrates a running example of SubOPT. For each cycle, the table details the
arriving packets, the action taken by SubOPT, its buffer’s content, and its gain so far. For
simplicity, we set the maximal number of U -packets arriving per cycle to M = 1. Recall that each
arriving packet is either a (W, 1)-packet or a (W0 , V )-packet, and that SubOPT has a single-slot
buffer. We now turn to explain the scenario depicted in Table 2.2 iteration by iteration.
iteration 1. SubOPT picks a single (W0 , V )-packet that arrives in the cycle W0 + 1. In
this iteration, SubOPT does not process or transmit any packet. Hence, SubOPT is not
work-conserving.
iteration 2. In the first half of the iteration (cycles 2W0 through 3W0 ), SubOPT processes
the packet it picked in iteration 1 and finally transmits it in cycle 3W0 + 1, thus gaining a profit
of V . By doing so, SubOPT empties its single-slot buffer, which is now available for storing
a new packet. In one of the cycles in the second half of iteration 2 SubOPT picks again a
(W0 , V )-packet. However, SubOPT does not start processing this packet yet, as SubOPT never
processes packets during the second half of each iteration.
iteration 3. In the first half of the iteration (cycles 2W0 through 3W0 ), SubOPT processes
the packet it picked in iteration 2 and finally transmits it in cycle 5W0 + 1, thus thus increasing
its total gain by V . In the second half of the iteration (cycles 5W0 + 1 through 6W0 ), no
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Iteration

Cycle

Arrivals

1

1
2
...
W0
W0 + 1
...
2W0
2W0 +1
...
3W0
3W0 +1
...
...
4W0
4W0 + 1
...
5W0
5W0 + 1
...
6W0
6W0 +1
...
7W0
7W0 + 1
...
8W0

pick
(W0 , V ) - a packet
(W, 1)
(W, 1)
Process
Process
Process
(W, 1)
Transmit
(W0 , V ) pick a packet
(W0 , V ) (W, 1)
Process
Process
Process
(W, 1)
Transmit
(W, 1)
(W, 1)
(W, 1)
(W, 1)
pick
a packet
(W0 , V )

2

3

4

Operation

Buffer
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )
(W0 , V )

buffer
picked
packet
process
picked
packet
buffer
picked
packet
process
picked
packet

Total
Gain
0
0
0
0
0
0
0
0
0
0
V
V
V
V
V
V
V
2V
2V
2V
2V
2V
2V
2V
2V
2V

Table 2.2: Running example of SubOPT during the Fill phase.
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(W0 , V )-packets arrive. Hence, SubOPT does not pick any packet. Note that by doing so,
SubOPT is not greedy.
iteration 4. SubOPT begins the iteration with an empty buffer. However, until cycle
8W0 − 1 none of the arriving packets is a (W0 , V )-packet, and therefore SubOPT does not pick
any of the arriving packets. Finally, in cycle 8W0 , a (W0 , V )-packet arrives, and SubOPT picks
it into its buffer.
N
We have 2W
iterations, and the probability that SubOPT successfully picks a (W0 , V )-packet
0
during an iteration is exactly the probability of there being a (W0 , V )-packet arriving during
that iteration, which is 1 − (1 − p)M W0 . The throughput of SubOPT, which we recall is denoted
by T P (SubOPT), therefore satisfies
T P (SubOPT) ≥


NV 
1 − (1 − p)M W0
2W0

(2.1)

We now turn to consider the expected performance of any deterministic algorithm Alg for the
problem. We first assume that Alg begins the flush phase with a buffer full of (W0 , V )-packets,
all of them unparsed. This provides Alg with a profit of BV during the flush phase, while still
having N processing cycles during the fill phase for processing additional packets. This profit is
clearly an upper bound on the maximum possible throughput attainable by Alg from packets
transmitted during the flush phase, regardless of when they were processed. For evaluating the
gain of Alg during the fill phase, it therefore suffices to consider only packets which Alg fully
processes during this phase.
Consider now the profit of Alg from packets transmitted during the fill phase. Recall that
we assume that Alg is work-conserving. We assume that Alg is also greedy, that is, Alg never
discards a packet when its buffer is not full; being greedy cannot decrease Alg’s performance.
Alg has packets to process during the entire fill phase, except for the first W0 cycles (where
there are no arrivals yet), namely, for N 0 = N − W0 cycles. Furthermore, since Alg is assumed
to always accept packets when the buffer is not full, and is work conserving, there exists some
0 < r ≤ 1 such that the number of parsing, and work, cycles performed by Alg are N 0 r, and
N 0 (1 − r), respectively.
Consider a case where Alg reveals a (W0 , V )-packet q. Then, processing q and finally
transmitting it would surely not decrease the throughput of Alg when contrasted with the
alternative of dropping q. Thus, the best deterministic algorithm Alg would work at least W0 − 1
work cycles per each parsing cycle, in which a (W0 , V )-packet is parsed (recall that we are merely
interested in packets, which Alg fully processes and transmits during the fill phase). Therefore,
the total number of work cycles contributing to the transmission of such packets is at least
W0 − 1 times larger than the expected number of parsing cycles, in which a (W0 , V )-packet is
revealed: N 0 (1 − r) ≥ N 0 rp(W0 − 1).
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If the total number of work cycles during the fill phase exceeds the number of cycles that
are necessary for transmitting all the parsed (W0 , V )-packets, Alg may work also on (W, 1)packets. Namely, if N 0 (1 − r) > N 0 rp(W0 − 1), then Alg may work on (W, 1)-packets for
N 0 (1 − r) − N 0 rp(W0 − 1) cycles, transmitting at most one (W, 1)-packet once in W − 1 such
cycles.
Combining the above reasoning we conclude that the overall throughput of Alg satisfies
N 0 (1 − r) − N 0 rp(W0 − 1)
+ BV
W −1


(1 − r) − rp(W0 − 1)
= (N − W0 ) V rp +
+ BV
W −1

T P (Alg) ≤ N 0 rpV +

(2.2)

Considering the ratio between the lower bound on the expected performance of SubOPT (as
captured by Eq. 2.1) and the upper bound on the expected performance of Alg (as captured by
Eq. 2.2) and letting N → ∞, we conclude that no algorithm can have a competitive ratio better
than
1 − (1 − p)M W0
V (W − 1)
·
2W0
V rp(W − 1) + 1 − r − rp(W0 − 1)
By choosing p∗ = [V (W − 1) + 1 − W0 ]−1 , the result follows.

We now aim to relate the lower bound established in Theorem 1 to a simpler and more
intuitive function of M, V and W . We do so by means of two propositions, which relate the
bound to either Ω(M ) or Ω(V W ) for different ranges of M . In the propositions we use our
notation p∗ = [V (W − 1) + 1 − W0 ]−1 from the proof of Theorem 1.
Using this notation, note that Theorem 1 shows that the competitive ratio is at least
i
V (W − 1) h
∗ M W0
1 − (1 − p )
.
2W0
In the proofs of both propositions we will repeatedly use the following simple inequality,
which holds for any W0 ≥ 1:•
1
=
V (W − 1)

1
p∗

1
≤ p∗ .
+ W0 − 1

(2.3)

The following proposition shows that if M is relatively small, then the lower bound established
in Theorem 1 is Ω(M ).
Proposition 2. If V ≥ 1, W0 ≥ 1, W ≥ 2 and 1 ≤ M ≤

V (W −1)
,
W0

i M
V (W − 1) h
∗ M W0
1 − (1 − p )
≥
2W0
4
20

then

Proof. We show by induction on n that for any 1 ≤ n ≤ V (W − 1)
(1 − p∗ )n ≤ 1 −

n
.
2V (W − 1)

(2.4)

By setting n = M · W0 , which is at most V (W − 1) by our assumption on M , and applying
some algebraic manipulation, the result follows.
For n = 1, Eq. 2.4 reduces to requiring that 2V (W1 −1) ≤ p∗ , which holds true due to Eq. 2.3.
For the induction step, by the induction hypothesis on n we have
∗ n+1

(1 − p )


n
≤ (1 − p ) 1 −
.
2V (W − 1)
∗



It therefore suffices to prove that

(1 − p ) 1 −
∗


n
n+1
,
≤1−
2V (W − 1)
2V (W − 1)

which is equivalent to requiring that


1
n
∗
≤p 1−
.
2V (W − 1)
2V (W − 1)
By Eq. 2.3 we have

1
2V (W −1)

≤

p∗
,
2

which implies that it suffices to show that


n
p∗
∗
≤p 1−
2
2V (W − 1)

which is satisfied for every n ≤ V (W − 1).
The following proposition
shows that if M is relatively large, then the lower bound established


VW
in Theorem 1 is Ω W0 .
Proposition 3. If V ≥ 1, W0 ≥ 1, W ≥ 2 and M >

V (W −1)
,
W0

then

i e−1 VW
V (W − 1) h
1 − (1 − p∗ )M W0 >
·
2W0
4e
W0
Proof. By our assumption on M , and using Eq. 2.3, we have M · W0 > V (W − 1) ≥
follows that M · W0 = a p1∗ for some a > 1, which in turn implies that
∗ M ·W0

(1 − p )

h

∗

= (1 − p )
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1
p∗

ia

≤ e−a < e−1 .

1
.
p∗

It

It follows that

i V (W − 1) 
1
V (W − 1) h
∗ M ·W0
≥
1 − (1 − p )
1−
2W0
2W0
e


VW W −1
1
=
·
1−
2W0
W
e
e−1VW
≥
4e W0

Assigning W0 = 1 in Theorem 1 and Propositions 2 and 3 implies the following corollary:
Corollary 4. The competitive ratio of any randomized algorithm is Ω(min {V W, M }).
In the special case of uniform-profits, we are essentially interested in maximizing the overall
number of packets successfully transmitted. Therefore we may assign V = 1 in Corollary 4,
implying the following corollary:
Corollary 5. In the case of uniform-profits, the competitive ratio of any randomized algorithm
is Ω(min {W, M }).
In the special case of uniform-work, we can assign W0 = W in Propositions 2 and 3, implying
the following corollary:
Corollary 6. In the case of uniform-work, the competitive ratio of any randomized algorithm is
Ω(min {V, M }).

2.2.2

Non-restricted Adversaries

In Section 2.2.1 we assumed that the optimal algorithm has a buffer capacity of storing only
one packet. This assumption significantly simplified the proofs there. In this section we relax
this assumption, and show a stronger bound for the general, and more natural case, where the
size of the buffer available to the optimal algorithm is identical to the size that available to the
online algorithm. We use again Yao’s method [45], which we used in the proof of Theorem 1.
Furthermore, we use the same scenario and algorithm SubOPT, defined in Section 2.2.1. However,
as we now allow SubOPT to store multiple packets in its buffer, SubOPT can increase its expected
throughput by buffering (W0 , V )-packets whenever the number of arriving (W0 , V )-packets in a
single iteration is larger than one, and processing them in iterations where no (W0 , V )-packets
arrive. We now evaluate the performance in such settings.
Denote by qj the state where there are j (W0 , V )-packets in the buffer of SubOPT at the
beginning of an iteration. Note, that when j > 0, the count represented by qj also includes the
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packet, which is to be transmitted during the iteration. Namely, SubOPT successfully transmits
a packet in every iteration, unless its buffer’s state is q0 . For ease of reference, we provide a
summary of this additional notation in the middle section of Table 2.1.
We now turn to describe the transition matrix. Denote the probability of having exactly k
(W0 , V )-packets arriving during one iteration by αk . In each iteration we have M · W0 arriving
packets (M packets per cycle, times W0 cycles per iteration) which are i.i.d. where each packet is
 k
0
a (W0 , V )-packet with probability p. Therefore αk = M ·W
p (1 − p)M ·W0 −k when 0 ≤ k ≤ M W0
k
and αk = 0 otherwise.
Then, the transition matrix is


α0





α0



 0
Π=

...





0



 0

α1
α1
α0
...
...
0

α2
α2
α1
...
0
...

αB−1
αB−1
αB−2
...
α1
α0

...
...
...
...
α0
0

P
1 − B−1
αj
Pj=0
B−1
1 − j=0 αj
P
1 − B−2
j=0 αj
...
P1
1 − j=0 αj
1 − α0























where Πij is the probability of transition from state i to state j for each 0 ≤ i, j ≤ B. Π is
irreducible, because it is possible to get from any buffer state to any other buffer state by some
arrival sequence. Π is also aperiodic, because its diagonal is non-zero, which represents the
fact that if the buffer contains i packets at the beginning of a certain iteration, there exists a
positive probability that it would contain i packets also at the beginning of the next iteration.
Furthermore, as Π is finite, irreducible and aperiodic, it is also ergodic, namely, there exists a
steady state. For a long enough input sequence, we can neglect the transient "warm-up" period,
and assume that the expected number of iterations where SubOPT gains nothing during phase 1
N
is 2W
· p0 , where p0 is the probability that SubOPT is in state q0 . In the rest of the iterations in
0
phase 1 SubOPT gains V per iteration. Therefore, the expected throughput of SubOPT satisfies
T P (SubOPT) ≥

N
· V (1 − p0 )
2W0

(2.5)

The expected throughput of Alg remains the same as in Eq. 2.2. In order to obtain the
competitive ratio for the fully heterogenous case, we divide Eq. 2.5 by Eq. 2.2 and assign again
W0 = 1 and p∗ = V (W1 −1) . Then, when N → ∞ the competitive ratio is c ≥ V2 (W − 1)(1 − p0 ).
We find p0 by solving the balance equations defining the steady state of the system, i.e.,
finding the eigenvector of the transition matrix Π. Fig. 2.2 depicts the lower bounds as a
function of M when V = W = 10 for various buffer sizes. Recall that the probability of a certain
1
packet to be a (W0 , V )-packet is p∗ = V (W1 −1) = 90
. Therefore only when M is large enough, the
expected number of (W0 , V )-packets per iteration is sufficient for allowing SubOPT to really
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Figure 2.2: Lower bounds on the competitive ratio of every randomized algorithm when
W = V = 10 where the number of unknown packets arriving in a time slot varies, for different
values of B.
take advantage of its buffer for increasing its performance, resulting in a stronger lower bound
on the competitive ratio.
In the next section we use the insight obtained from the analysis in the current section
to identify several algorithmic concepts appropriate for the problem of buffering with limited
knowledge.

2.3

Algorithmic Concepts

In this section we describe the algorithmic concepts underlying our proposed algorithms for
dealing with scenarios of limited knowledge.
Random selection For obtaining a good competitive ratio we would like to avoid a scenario
where OPT successfully transmits a bulk of “good” packets, which are originally unknown, while
having the online algorithm discard all these packets. This translates to assuring each arriving
U -packet has some minimal probability of being accepted and parsed.
Speculatively Admit Competitive algorithms must ensure they retain throughput from both
K-packets and U -packets. Furthermore, once a U -packet is accepted, there is a high motivation
to reveal its characteristics as soon as possible, thus making educated decisions in the next
cycles.
We therefore propose to speculatively over-prioritize unknown packets over known packets
in certain cycles. We refer to the act of over-prioritizing an unknown packet p in some cycle t
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as admitting p. Respectively, we refer to such a cycle t as an admittance cycle, and to such a
packet p as an admitted packet.
Classify and randomly select Intuitively, as unknown packet characteristics are drawn
from a wider range of values, the task of maximizing throughput becomes harder, especially
when compared to the optimal throughput possible. To deal with this diversity, we apply a
Classify and Randomly Select scheme [46].
This approach is based on the following notion: Assume we have an algorithm Algc which
is guaranteed to be c-competitive if traffic is sufficiently uniform, i.e., for cases where traffic
characteristics are within some well-defined range of values. Given some arbitrary input sequence,
which might be highly heterogeneous, we virtually partition the sequence of arriving packets into
N > 1 disjoint sub-sequences, which we refer to as classes, such that each class is sufficiently
uniform, i.e., for any specific class 1 ≤ i ≤ N the characteristics of packets corresponding to
class i are within some well-defined range of values (as prescribed by Algc ). The scheme then
dictates selecting one of the classes uniformly at random, and applying Algc to this class, while
ignoring all packets corresponding to other classes. One then shows that the overall competitive
ratio of this randomized approach is O(N · c)-competitive for the overall input sequence.
Alternate between fill & flush This paradigm is especially crucial in cases of limited
information. The main motivation for this approach is that whenever a “good” buffer state is
identified, the algorithm should focus all its efforts on monetizing the current state, maybe even
at the cost of dropping packets indistinctly. In terms of buffer management and scheduling,
this translates to defining some periods, in which the algorithm processes and transmits all the
packets in its buffer, even at the cost of discarding all the arrivals. If these flush periods are
short enough, the algorithm gains the high throughput from flushing its buffer, yet without
compromising too much throughput due to having packets discarded during the flush.

2.4

Competitive Algorithms

In this section we present a basic competitive online algorithm for the problem of buffering and
scheduling with limited knowledge. We first provide a high-level description of our algorithm
and then turn to specify its details and analyze its performance. To ease understanding, we also
provide a running example of our algorithm (Section A).
For simplicity of analysis and algorithm presentation, we assume that the set of possible
values of W and V – the work and profit per packet, respectively – are known to the algorithm
in advance. In Sections 2.5 and 2.6 we show how to remove this assumption without harming
the performance of our algorithm, and present several improved variants of this algorithm.
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We further note that neither of our proposed solutions requires knowing the value of M - the
maximum number of unknown packets arriving in a single cycle - in advance.

2.4.1

High-level Description of Proposed Algorithm

Our algorithm is designed according to the algorithmic concepts presented in Section 2.3 as
follows.
Randomly select and speculatively admit In every cycle t during which a U -packet
arrives, the algorithm picks t as an admittance cycle with some probability r (to be determined
in the sequel). In every cycle chosen as an admittance cycle, the algorithm picks exactly one of
the U -packets arriving at t to serve as the admitted packet. This U -packet is chosen uniformly at
random out of all U -packets arriving at t. At the end of the arrival step, the algorithm schedules
the admitted U -packet (if one exists) for processing, hence parsing the packet. We note that if
no such U -packet exists, or if t is not an admittance cycle, then the algorithm may only accept
known arriving packets, and would eventually schedule the top-priority packet residing in the
Head-of-Line (HOL) for processing. The exact notion of priority will be detailed later.
Classify and randomly select We implicitly partition the possible types of arriving packets
into classes C1 , C2 , . . . Cm ; the criteria for partitioning and the exact value of m will be specified
later. Our algorithm picks a single selected class, uniformly at random from the m classes. Our
goal is to provide guarantees on the performance of our proposed algorithm for packets belonging
to the selected class, which is henceforth denoted G. Packets which belong to the selected class
are referred to as G-packets. Following our previously introduced notation, known (unknown)
packets that belong to the selected class, i.e., G-packets for which their attributes are known
(unknown), are denoted as GK -packets (GU -packets).
Focusing solely on packets belonging to G may seem like a questionable choice, especially
if there are few packets arriving which belong to this class, or if the characteristics of packets
belonging to this class are poor (e.g., they have low profit and require much work). However,
this naive description is meant only to simplify the analysis. In Section 2.5 we show how to
remedy this naive approach in order to deal with these apparent shortcomings, while keeping
the analytic guarantees intact.
Alternate between fill & flush Our algorithm will be alternating between two states: the
fill state, and the flush state. We define an algorithm to be Gfull if its buffer is filled with
known G-packets. Once becoming Gfull, our algorithm switches to the flush state, during which
it discards all arriving packets and continuously processes queued packets. Once the buffer
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Algorithm 1 UpdatePhase()
1: if buffer is empty then
phase = fill
2:
3: else if buffer is Gfull then
4:
phase = flush
5: end if

. if buffer is neither empty nor Gfull, phase is unchanged.

empties, the algorithm returns to the fill phase. Again, in Section 2.5 we show how to improve
upon this naive simplified approach.

2.4.2

A General Classify and Randomly Select Mechanism

We now turn to explain the fundamentals of the classifying mechanism of our algorithm.
(W )
For each packet p we assign a work-class Ci , and denote the set of potential characteristic
(W )
(W )
values within class Ci
by Xi . Let δW denote the maximal ratio between the work values
of two packets, which belong to the same work-class. Similarly, for each packet p we assign a
(P )
(P )
(P )
profit-class Ci , and denote the set of potential characteristic values within class Ci by Xi .
Let δV denote the maximal ratio between the profits of two packets, which belong to the same
profit-class. Throughout our analysis, we will use δV and δW which are both constants.
Denote by `W and `V the number of work-classes and profit-classes, respectively. We say a
(W )
(P )
packet p is of combined-class C(i,j) if it is of work-class Ci
and of profit-class Cj . Note that
in terms of work, the class to which a packet p belongs is defined statically by the total work of
p, and does not depend upon its remaining processing cycles, which may change over time.
Upon initialization, the algorithm selects a class by picking i∗ ∈ {1, . . . , `W } and j ∗ ∈
{1, . . . , `V }, each chosen uniformly at random. Then, the selected combined-class is G = C(i∗ ,j ∗ ) .
We will later define several ways to partition the packets into classes, each tailored and
optimized for some specific scenarios of possible work and profit values. For ease of reference,
we provide a summary of this additional notation in the bottom section of Table 2.1.

2.4.3

The SA Algorithm

We now describe the details of our algorithm, Speculatively Admit (SA), depicted in Algorithm 4.
The pseudo-code in Algorithm 4 uses the procedures UpdatePhase(), SortBuf(), and MakeRoom(),
whose pseudo-code appears in Algorithms 1, 2 and 3, respectively. The procedure MakeRoom() is
destined to assure a free space for a high-priority arriving packet, even at the cost of pushing-out
and dropping a lower-priority packet from the tail of the buffer, if the buffer is full.
Once in the arrival step, algorithm SA updates its phase (line 1). In each cycle, the algorithm
tosses a coin with some probability r, to be determined later, to decide whether this is an
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Algorithm 2 SortBuf()
1: sort queued packets as follows: admitted packet first; GK -packets next; rest of the packets
last; break ties by FIFO
Algorithm 3 MakeRoom()
1: if the buffer is full then
2:
SortBuf()
3:
drop a packet from the tail
4: end if
Algorithm 4 SA: at every time slot t after transmission
Arrival Step:
1: phase = UpdatePhase()
2: admittance = true w.p. r
3: while phase == fill and exists arriving packet p do
if p is a GK -packet then
4:
if there are B − 1 GK -packets in the buffer then
5:
drop admitted packet if exists
6:
7:
end if
MakeRoom()
8:
9:
accept p
else if p is unknown AND admittance then
10:
(U )
11:
if A(tp ) = 1 then
12:
MakeRoom()
13:
mark p as admitted
accept p
14:
15:
else
(U )
16:
w.p. 1/A(tp ) , swap the admitted packet with p.
17:
end if
18:
end if
if buffer is not full then
19:
20:
accept p
21:
end if
22:
phase = UpdatePhase()
23:
SortBuf()
24: end while
Processing Step:
25: process HoL-packet
26: phase = UpdatePhase()
27: SortBuf()
admittance cycle, namely, a cycle in which the algorithm may admit an unknown packet (line 2).
If the phase is flush, the algorithm skips the while loop (lines 3-24), thus discarding all arriving
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packets.
If the phase is fill, which in particular implies that the buffer is not Gfull, the algorithm
accepts every arriving GK -packet (lines 4-9). For assuring a free slot for the arriving GK -packet,
the algorithm calls MakeRoom() (line 8) before accepting the packet (line 9). The if-clause in
lines 5-7 handles the special case where there are already B − 1 GK -packets in the buffer; in this
special case, after accepting the arriving GK -packet, the buffer will become Gfull, and therefore
it should stop admitting packets.
If the phase is fill and this is an admittance cycle (line 10), the algorithm admits a single
(U )
U -packet arriving in this cycle, if such a packet exists. In lines 11,16, A(tp ) denotes the number
of U -packets which arrive in cycle t by the arrival of packet p, including p itself. Lines 11-17
essentially perform a reservoir sampling [47], which imply that the admitted U -packet is chosen
uniformly at random out of all U -packets arriving in this cycle.
Finally, if the buffer is not full, the algorithm greedily accepts every arriving packet (lines
19-20).
While in the processing step, the algorithm simply processes the top-priority packet in the
buffer (line 25). Finally, the algorithm updates its phase and sorts the queued packets each
time it either accepts or processes a packet (lines 22-23 and 26-27). Note that the marking of a
packet as an “admitted packet” is cycle-based, namely, once an admitted packet is processed, it
is not considered “admitted” anymore. To better understand SA, please refer to Appendix A,
showing a running example of the algorithm.

2.4.4

Performance Analysis

We now turn to show an upper bound on the performance of our algorithm (for W, V > 1),
captured by the following theorem.
Theorem 7. SA is O

M
r



+ δW · δV · `W · `V -competitive.

We now define additional notation which we will use for proving Theorem 7. For ease of
reference, this additional notation appears in the bottom section of Table 2.1.
For every cycle t and packet type α, we denote by Aα (t) the number of α-packets that arrive
(K)
(U )
in cycle t. For instance, A (t) (A (t)) denotes the number of K-packets (U -packets) which
arrive in cycle t. This notation can be combined with the work and profit values of packets. For
(U )
instance, A(w,v) (t) denotes the number of U -packets with work w and profit v, which arrive in
cycle t.
Our proofs involve a careful analysis of the expected profit of our algorithms from packets
which arrive when it is either in the fill or the flush phase. Therefore, we now turn to define the
exact notion of cycles belonging to either phase. We say that an algorithm is in the flush phase
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in a specific cycle t if it is in the flush state at the end of the arrival step of cycle t. If it’s not
in the flush phase in cycle t, then we say it is in the fill phase in cycle t. Denote by P (fill) and
P (flush) the sets of cycles in which our algorithm is in the fill and flush phases, respectively.
For every packet type α, we denote by Sα (t) the expected profit of the algorithm from
P
α-packets which arrive in cycle t, and by Sα = t Sα (t) the overall expected profit of Alg from
α-packets. We denote by Oα the expected profit of some optimal solution, OPT, from α-packets.
Again, this notation can be combined with previous notations. For instance, OGU denotes the
(fill)
overall expected profit of OPT from GU -packets. Furthermore, OGU denotes the expected profit
of OPT from GU -packets which arrive during P (fill) .
The proof Theorem 7 follows from a series of propositions. Initially, we aim to prove that
SA successfully transmits every GK -packet which arrives during the fill phase, by showing that
it never drops such a packet once it is accepted to the buffer.
Proposition 8. SA successfully transmits every GK -packet which arrives during the fill phase.
Proof. We first note, that any GK -packet arriving during the fill phase (depicted by the while
loop in lines 3-24) is accepted (line 9).
Next, we show that SA never drops a GK -packet which resides in its buffer. We consider all
cases where SA drops a packet from its buffer, and prove that it cannot be a GK -packet.
In line 6, SA drops an admitted packet, namely, a picked U -packet, and not a GK -packet.
In line 8, SA performs the MakeRoom() procedure, which may result in dropping the last
packet in the buffer. However, as this line dwells within the while loop of lines 3-24, we know that
the phase is fill, and therefore there are at most B − 1 GK -packets in the buffer. Furthermore, if
there are exactly B − 1 GK -packets in the buffer, the if-clause in lines 5-7 assures that there is
no admitted packet in the buffer. Hence, if the buffer is full, it contains at least one low-priority
packet – namely, a packet which is not admitted and not a GK -packet. After sorting the buffer,
this low-priority, non-GK packet, will be located in the tail of the queue and dropped.
(U )
SA may perform the MakeRoom() procedure also in line 12, if A(tp ) = 1. In this case, the
arriving packet p is the first U -packet arriving in this cycle – and it is not admitted yet. As a
result, there is no admitted packet in the buffer. Furthermore, as this line is executed during
the fill phase (the while loop of lines 3-24), there are at most B − 1 GK -packets in the buffer.
Hence, if the buffer is full, it contains at least one low-priority, non-GK -packet, which is the
packet dropped.
The following lemma shows that the overall number of G-packets transmitted by SA is at
least a significant fraction of the number of G-packets accepted by an optimal policy during a
fill phase.
Lemma 9. SG ≥

(fill)
r
O .
M G
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Proof. Let t denote a cycle in the fill phase, in which U -packets arrive. Then, with probability
r SA admits one U -packet, denoted p. As the algorithm implements reservoir sampling [47], p
is picked uniformly at random out of at most M unknown arrivals, and therefore the probability
that p ∈ GU is at least AGU (t)/M . As p is parsed in the cycle of arrival, in the subsequent cycle
it is known. By Proposition 8, if p is a GK -packet, then SA will eventually transmit p. Recalling
(W )
(P )
that Xi∗ and Xj ∗ denote the ranges of the work and profit values within the selected work
and profit class C(i∗ ,j ∗ ) (see Section 2.4.5), we conclude that
SGU (t) ≥

r
M

X

(U )

(W )
(P )
w∈Xi∗ ,v∈Xj ∗

[v · A(w,v) (t)].

(2.6)

Summing Eq. 2.6 over all the cycles within the fill phase,
SGU ≥

r X
M
(fill)
t∈P

X
(W )

w∈Xi∗

(U )

(P )

[v · A(w,v) (t)] ≥

r (fill)
O U .
M G

(2.7)

,v∈Xj ∗

(fill)

In addition, by Proposition 8, SGK ≥ OGK . Therefore
SG = SGK + SGU ≥

r
r (fill)
(fill)
(fill)
(OGK + OGU ) =
O .
M
M G

(2.8)

We are now in a position to prove Theorem 7.
Proof of Theorem 7. Every class C(i,j) is the selected class with probability `W1·`V . Using Lemma
(fill)
r
O(i,j) .
9 we therefore have for all i ∈ {1, 2, . . . , `W } and j ∈ {1, 2, . . . , `V }, S(i,j) ≥ M ·`W
·`V
Summing over all the classes, we obtain that the expected performance of our algorithm
satisfies
`W X
`V
`W X
`V
X
X
r
(fill)
S(i,j) ≥
O(i,j) .
(2.9)
M
·
`
·
`
W
V
i=1 j=1
i=1 j=1
(fill)

If SA is never Gfull during an arrival sequence, then O(i,j) = O(i,j) and therefore, by Eq. 2.9
the ratio between the performance of OPT and the expected throughput of SA is at most
M
· `W · `V , as required.
r
Assume next that SA becomes Gfull during an input sequence. In such a case we compare
the overall throughput due to packets transmitted by SA until the first cycle in which its buffer
is empty again, and the profit obtained by OPT due to packets accepted by OPT during the
same interval. We note that our analysis would also apply to subsequent such intervals, namely,
until the subsequent cycle in which SA is empty again.
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We note that in case SA becomes Gfull, SA holds in its buffer exactly B G-packets, and
all these packets are transmitted by the time SA is empty again. By the definition of δW in
Section 2.4.2, the maximal work which SA dedicates to any of these packets is at most δW times
higher than the minimal work which OPT dedicates to any G-packet. As a result, during the
flush phase, in which SA handles B G-packets, OPT can handle at most δW B + B G-packets.
Furthermore, by the definition of δV in Section 2.4.2, the maximal profit of OPT from any
G-packet is at most δV higher than the minimal profit of SA from any G-packet. Combining
the above reasoning implies that
(flush)

OG
SG

≤

δW B + B
· δV = (δW + 1)δV .
B

As every class C(i,j) is the selected class w.p.

1
`W ·`V

∀i ∈ {1 . . . `W } , j ∈ {1 . . . `V } , S(i,j) ≥

(2.10)

, we have

(δW

1
(flush)
.
O
+ 1)δV · `W · `V (i,j)

Summing over all the classes we obtain
`W X
`V
X
i=1 j=1

S(i,j) ≥

(δW

`W X
`V
X
1
(flush)
.
O
+ 1)δV · `W · `V i=1 j=1 (i,j)

(2.11)

Combining Equations 2.9 and 2.11 implies that the competitive ratio of SA is at most
P`W P`V h
i=1

(fill)

(flush)

j=1 O(i,j) + O(i,j)
P`W P`V
i=1
j=1 S(i,j)

i



M
+ (δW + 1)δV · `W · `V ,
≤
r

(2.12)

which completes the proof.
Theorem 7 shows an inverse linear dependency of the competitive ratio on the probability of
choosing a cycle as an admittance cycle r. Thus, the best competitive ratio is attained for r = 1,
i.e., every cycle where U -packets arrive should be an admittance cycle. In practical scenarios,
however, one might want to be more conservative in choosing admittance cycles. E.g., one might
choose r < 1 so as to allow non-parsing cycles even when U -packets arrive, thus speeding up the
processing of GK -packets. If one indeed chooses r = 1, randomization should be maintained
only for choosing the specific U -packet to be admitted, and the choice of the selected class. We
further explore the effect of the choice of parameter r in Section 2.7.
In the special cases of homogeneous work values (homogeneous profit values), we assign
δW = `W = 1 (δV = `V = 1, resp.) in the upper bound implied by Theorem 7, and obtain the
following corollary:
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Corollary 10.
(a) In the special case of homogeneous work values, SA is O
(b) In the special case of homogeneous profit values, SA is O

M
r
M
r



+ δV · `V -competitive.


+ δW · `W -competitive.

In the special case where all packets are known upon arrival, we obtain the following upper
bound on the competitive ratio of SA:
Corollary 11. When M = 0, SA is O(δW · δV · `W · `V )-competitive.
Proof. We follow the proof of Theorem 7, and carefully check the required changes.
When all packets are known, Proposition 8 remains essentially intact. Furthermore, we have
(fill)
(fill)
SG = SGK ≥ OGK = OG , which replaces Lemma 9. Accordingly, Eq. 2.9 is modified to
`W X
`V
X
i=1 j=1

S(i,j) ≥

`W X
`V
X
1
(fill)
O(i,j) .
`W · `V i=1 j=1

(2.13)

Eq. 2.11 remains intact, as in deriving it we use the classify and randomly select scheme,
independently of M . Combining Equations 2.13 and 2.11 implies that when all packets are
known, the competitive ratio of SA is at most
i
P`W P`V h (fill)
(flush)
i=1
j=1 O(i,j) + O(i,j)
≤ [1 + (δW + 1)δV ] · `W · `V ,
P`W P`V
j=1 S(i,j)
i=1

(2.14)

which completes the proof.

2.4.5

Concrete Classification Mechanisms

We now show various classify and randomly select mechanisms, which are tailored and optimized
for different scenarios, depending on the profit and work values.
A linear classification When a characteristic consists of a small set of potential values, we
let each class include a single value of this characteristic. As a result, the competitive ratio of
the algorithm is linearly depended upon the number of distinct potential values of the respective
characteristic. For instance, when the set of potential work values is small, we let each potential
work value define a class. As a result, the competitive ratio of SA, implied by Theorem 7, is
linearly depended upon the number of distinct work values, captured by the parameter `W .
(W )
Note that in this case we have Xi = {wi }, implying that δW , the max-to-min ratio of values
(W )
within Xi , is 1.
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A logarithmic classification When the set of potential values of a characteristic is large,
letting each value define a unique class results in a poor competitive ratio. Therefore, in such
cases we use a logarithmic-scaled class partitioning as follows. We say that a packet p is of a
certain class (either work- or profit-) i if its corresponding value is in the interval

[1, 2]
i=1
Xi =
[2i−1 + 1, 2i ] i > 1.

(2.15)

In particular, using the above partition packets into classes, we obtain that δV = δW = 2,
`V = log2 V and `W = log2 W . Using Theorem 7, we obtain the following corollary:
Corollary 12. SA is O

M
r


log2 W log2 V -competitive.

We note that if we know the number of distinct values for each characteristic and the
values of W and V , we can choose the appropriate classification scheme and have `W to be
the minimum between log2 W , and the number of distinct work values; and have `V to be the
minimum between log2 V , and the number of distinct profit values. Moreover, in any of our
classification schemes, δW , δV ≤ 2.

2.5

Improved Algorithms

Algorithm SA selects a single class uniformly at random so that the characteristics of packets
on which it focuses, namely, G-packets, differ by at most a constant factor. This gives the sense
of “uniformity” of traffic within the class being targeted, which in turn reduces the variability of
characteristics of packets on which the algorithm focuses. However, in practice there are various
cases where the strict decisions made by SA can be relaxed without harming its competitive
performance guarantees. In practice, such relaxations actually allow obtaining a throughput far
superior to that of SA. In what follows we describe such modifications, which we incorporate
into our improved algorithm, SA* , and prove that all our performance guarantees for SA still
hold for SA* .
Class closure Recall the partitioning of packets into classes, described in Section 2.4.2,

∗
namely, C(i,j) |i = 1, . . . , `W , j = 1, . . . , `V . We let the (i, j)-closure class be defined as C(i,j)
=
S
i0 ≤i,j 0 ≥j C(i0 ,j 0 ) .
∗
This definition means that the work of any packet in C(i,j)
is within a ratio of at most δW of
∗
the work of any packet in C(i,j) , and similarly for the profit of any packet in C(i,j)
. Formally, for
v(p)
∗
any packets p ∈ C(i,j) and p∗ ∈ C(i,j)
, w(p∗ ) ≤ δW · w(p) and v(p∗ ) ≥ δV .
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∗
, for some
We let SA* denote the algorithm where the selected class G is chosen to be C(i,j)
values of i, j chosen uniformly at random from the appropriate sets. A simple substitution
∗
argument shows that thus picking C(i,j)
by SA* , instead of selecting C(i,j) as done in SA, leaves
the analysis detailed in Section 2.4.4 intact.

Fill during flush (pipelining) Algorithm SA was defined such that no arriving packets
are ever accepted during the flush phase. This enables the partitioning of time into disjoint
intervals (determined by SA’s buffer being empty at the end of such an interval), and applying
the comparison of the performance of OPT, on the one hand, and SA, on the other hand,
independently for each interval. In practice, however, allowing the acceptance of packets during
a flush phase cannot harm the analysis, nor the actual performance, if this is done prudently:
packets which arrive during the flush phase are accepted according to the same priority suggested
by the algorithm’s behavior in the fill phase. Furthermore, the algorithm stores in the buffer
packets which arrive during the flush phase, but never schedules them for processing before it
successfully transmits all B packets that were stored in the buffer when it turned Gfull.
Improved scheduling SA sorts the queued packets in GK -first order. For simplicity of
presentation, we assumed in Section 2.4 that within the set of GK -packets, as well as within
the set of non-GK -packets, packets are internally ordered by FIFO. However, one may consider
other approaches as well to performing such scheduling for each of these sets (while maintaining
GK -first order between the sets). We consider specifically the following methods: (i) FIFO,
(ii) W -then-V , which orders packets by a non-decreasing order of remaining work, and breaks
ties by non-increasing order of profit, and (iii) non-increasing order of packet effectiveness, where
the effectiveness of a packet is defined as its profit-to-work ratio.
We emphasize that the packet scheduled for processing during an admittance cycle remains
a U -packet, which is selected uniformly at random from the arriving U -packets at this cycle.
All the non-admitted U -packets, however, are located at the tail of the queue, thus representing
the fact that their priority is lower than that of every known packet. By applying different
scheduling regimes, we obtain different flavors of SA* .
The following Theorem shows that the performance of all flavors of SA* is at least as good
as the performance of SA.



Theorem 13. SA* is O Mr + δW · δV · `W · `V -competitive.
Proof. We first consider the effect of uniformly at random selecting a class closure, instead of
selecting a specific class. First, note that the proof of Lemma 9 also directly applies to SA* ,
(fill)
implying that SG∗ ∗ ≥ Mr OG . Furthermore, the arguments used in the proof of Theorem 7 also
apply to SA* , and in particular SA* satisfies Eq. 2.12, where we substitute in the denominator
∗
S(i,j) by S(i,j)
.
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Consider next the effect of performing fill during flush. In SA* we accept packets also
during the flush phase, but we never process any of these packets before all packets contributing
to the algorithm being Gfull are transmitted, i.e., they are never processed before the flush
phase is complete. We enumerate the fill phases and the subsequent flush phases as follows:
Pfill1 , Pflush1 , Pfill2 , Pflush2 , . . . , Pfilln , Pflushn , where n ≥ 1. It should be noted that each such phase
corresponds to a series of disjoint time intervals defined by the first cycle of the sequence of
phases. We further denote the Pflush0 phase as an empty set of cycles, and in case that the
sequence ends by a fill phase, we also let Pflushn denote an empty set of cycles. Similarly, we
∗
∗
further define Pfill
, Pflush
, for the appropriate values of i, to denote the fill and flush phases
i
i
*
corresponding to SA .
Denote the profit accrued by SA and OPT from packets which arrive during the ith fill phase
by S (Pfilli ) and O(Pfilli ) respectively. Similarly, denote the profit of SA and OPT obtained from
packets which arrive during the ith flush phase by S (Pflushi ) and O(Pflushi ) , respectively. Similarly,
∗
∗
we let S ∗(Pfilli ) and S ∗(Pflushi ) indicate the profit of SA* obtained from packets which arrive during
its ith fill and flush phase, respectively.
Using this notation, we recall that, by the analysis of SA presented in Theorem 7
O

(Pfilli )

+O

(Pflushi )


M
+ (δW + 1)δV `W · `V · S (Pfilli )
≤
r


(2.16)

for every i = 1, . . . , n.
This induces an implicit mapping φ of the units of profit obtained from G-packets accepted
by OPT during Pfilli ∪ Pflushi to the units of profit obtained from G-packets accepted by SA
during Pfilli (either known, or unknown that were parsed), such that every unit of profit obtained


by SA has at most Mr + (δW + 1)δV `W · `V units of profit mapped to it.
A key observation is noting that the image of mapping φ is essentially the profit attained from
the set of G-packets contributing to the algorithm being Gfull at the end of the corresponding
fill phase.
As SA* may accept packets during flush, in the beginning of the subsequent fill phase the
buffer of SA* may not be empty. In particular, there could be G-packets accepted during the
recent flush phase that are stored in the buffer. However, none of these packets have any OPT
packets mapped to them. It follows that these packets can contribute to SA* becoming Gfull in
the new fill phase, and any profit implicitly mapped to the profit of these packets by φ would
correspond to packets arriving during the new fill phase, or its subsequent flush phase. The
implicit mapping is depicted in Fig. 2.3, along with the difference between the mapping arising
from the behavior of SA (visualized above the time axis), and the mapping arising from the
behavior of SA* (visualized below the time axis). Note that the fill and flush phases of both
algorithms need not be synchronized, since SA* can potentially become Gfull “faster” than SA.
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to SA* being Gfull
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Pfill4
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time

packets accepted by OPT

Figure 2.3: Visualization of the mappings induced by the analysis of SA and SA* , for the first 4
fill and flush phases. The fill and flush phases of SA are denoted Pfilli and Pflushi , respectively,
∗
∗
whereas the fill and flush phases of SA* are denoted Pfill
and Pflush
, respectively. The top part
i
i
shows the mapping of the profit corresponding to packets accepted by OPT along time, to the
profit corresponding to G-packets accepted by SA during the fill phase (since SA does not accept
any packets during the flush phase). The bottom part shows the induced mapping of the profit
obtained by packets accepted by OPT along time to the profit of G-packets accepted by SA*
during both the preceding flush phase, and the current fill phase.
It follows that Eq. 2.16 now translates to
∗

∗

O(Pfilli ) + O(Pflushi ) ≤
h
i

M
∗
∗ )
∗(Pflush
)
∗(Pfill
i−1 + S
i
+
(δ
+
1)δ
`
·
`
·
S
W
V
W
V
r

(2.17)

for every i = 1, . . . , n. Summing over all i = 1, . . . , n, we obtain that the competitive ratio
guarantee for SA* is the same as that for SA.
Lastly, the analysis of SA does not assume any specific scheduling rule to be applied,
as long as the G(K) -first order rule is maintained. Thus, our competitive ratio guarantee is
independent of the specific ordering within the set of GK -packets, as well as within the set of
non-GK -packets.
We study the performance of the various flavors of SA* in Section 2.7.

2.6

Practical Implementation

While presenting our basic algorithm in Section 2.4, we assumed for simplicity that the values of
W and V – the maximal work and profit per packet, respectively – are known to the algorithm
in advance. We now show how to relax these assumptions without harming the performance of
37

our algorithms.
We refer to an algorithm implementation that does not know these values in advance as a
values-oblivious algorithm, and to an algorithm implementation that knows the values of W
and V in advance as a values-aware algorithm. We will show that a values-oblivious algorithm
can obtain a performance which is no worse than that of a values-aware algorithm, even if the
values-aware algorithm knows not only W and V , but also the concrete classes in which packets
will arrive.
Our implementation of a values-oblivious algorithm is based on an application of reservoir
sampling [47] on classes revealed during packet arrivals, as we will detail shortly. A new class
is revealed either due to the arrival of a K-packet p, or due to a U -packet q being parsed,
corresponding to a class previously unknown to the algorithm. We call such an event an
uncovering of a new class.
The values-oblivious algorithm implementation performs the following alongside all decisions
made by the values-aware algorithm: Before the arrival sequence begins we initiate a counter N
of known classes to be N = 0. Upon the uncovering of a new class at t the algorithm increments
N by one (to reflect the updated number of known classes), and replaces the previously selected
class with the new class with probability 1/N .
As the above procedure essentially performs a reservoir sampling on the collection of classes
known to the algorithm, it essentially implements the selection of a class uniformly at random
among all a posteriori known classes [47].
It therefore follows that the distribution of the packets corresponding to the eventually
selected class (after the sequence ends) handled by the values-oblivious algorithm is identical to
the distribution of the packets handled by the values-aware algorithm. Therefore the expected
performance of the values-oblivious algorithm is lower bounded by the expected performance of
the values-aware algorithm. We note that the implementation of the values-oblivious algorithm
can be applied to any of the variants described in our previous sections.

2.7

Simulation Study

In this section we present the results of our simulation study intended to validate our theoretical
results, and provide further insight into our algorithmic design. Our choice of distributions for
the parameters of the traffic characteristic enables us to evaluate our algorithms’ performance
in a wide range of settings. These choices, as we show in the sequel, are also motivated by the
properties of real-world traffic.
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2.7.1

Simulation Settings

We simulate a single queue in a gateway router which handles a bursty arrival sequence of
packets with high work requirements (corresponding, e.g., to IPSec packets, requiring AES
encryption/decryption) as well as packets with low work requirements (such as simple IP packets
requiring merely IPv4-trie processing). Arriving packets also have arbitrary profits, modeling
various QoS levels.
Our traffic is generated by a Markov modulated Poisson process (MMPP) with two states,
LOW and HIGH, such that the burst during the HIGH state generates an average of 10 packets
per cycle, while the LOW state generates an average of only 0.5 packet per cycle. The average
duration of LOW-state periods is a factor W longer than the average duration of HIGH-state
periods. This is targeted at allowing some traffic arriving during the HIGH-state to be drained
during the LOW-state.
In our simulations, we do not deterministically bound the maximum number, M , of U -packets
arriving in a cycle, but rather control the expected intensity of U -packets by letting each arriving
packet be a U -packet with some probability α ∈ [0, 1]. We thus obtain that the expected number
of U -packets per cycle during the HIGH state is 10α.
In real-life scenarios, the maximum work, W , required by a packet, is highly implementationdepended. It depends on the specific hardware, processing elements, and software modules.
However, several works that investigated the required work on typical tasks [48, 49, 50] indicate
that W is two orders of magnitude larger than the work required for doing an IPv4-trie search
or classification of a packet. We refer to IPv4-trie search or classification of a packet as the
baseline unit of work, captured by our notion of “parsing”. We therefore set the maximum work
required by a packet to W = 256 throughout this section. As the potential set of characteristics
is large, we use a logarithmic classification scheme (recall Section 2.4.5).
Determining the maximum profit, V , associated with a packet, is a challenging task. This
value depends both on implementation details, as well as on proprietary commercial and business
considerations. In order to have a diverse set of values, which model distinct QoS requirements,
we set the maximum profit associated with a packet to V = 16 throughout this section.
The values W = 256 and V = 16 imply a total of 8 · 4 = 32 potential classes for the algorithm
to select from, respectively. The value of each characteristic for each packet is drawn from
an approximation of a Pareto-distribution as follows. First, we randomly generate numbers,
following a Pareto-distribution. Next, numbers are rounded, to get integer values. Finally, for
disallowing values above the maximum (256 for work values and 16 for profit values), all the
cases where the randomly generated values were above the maximum were truncated, namely,
treated as if the generated value was exactly the maximal value. The averages and standard
deviations of the values obtained after this generation process are 17.97 and 22.22 for packet

39

PDF

Value
Figure 2.4: Probability distribution function of the characteristics values
work, and 3.66 and 3.20 for packet profit. The schematic probability distribution function of
the characteristics values is depicted in Fig. 2.4. Note the spike at its maximum, due to the
truncation described above. Unless stated otherwise, we assume that B = 10, r = 1 and each
arriving packet is a U -packet with probability α = 0.3. We thus obtain that the expected
number of U -packets arriving during the HIGH state is 0.3 · 10 = 3 per cycle.
As a benchmark which serves as an upper bound on the optimal performance possible, we
consider a relaxation of the offline problem as a knapsack problem. Arriving packets are viewed
as items, each with its size (corresponding to the packet’s work) and value (corresponding to
the packet’s profit). The allocated knapsack size equals the number of time slots during which
packets arrive. The goal is to choose a highest-value subset of items that fits within the given
knapsack size. This is indeed a relaxation of the problem of maximizing throughput during the
arrival sequence in the offline setting, since the knapsack problem is not restricted by any finite
buffer size during the arrival sequence, nor by the arrival time of packets (e.g., it may “pack”
packets even before they arrive).
We employ the classic 2-approximation greedy algorithm for solving the knapsack problem [3],
and use its performance as an approximate upper bound on the performance of OPT. For
considering the additional profit which OPT may gain from packets which reside in its buffer
at the end of the arrival sequence, we simply allow the offline approximation an additional
throughput of BV for free, which is an upper bound on the benefit it may achieve after the
arrival sequence ends.
We compare the performance of studied algorithms by evaluating their performance ratio,
which is the ratio between the algorithm’s performance and that of our approximate upper
bound on the performance of OPT.
We compare the performance of the following algorithms:
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1. FIFO: A simple greedy non-preemptive FIFO discipline that simply accepts packets and
processes each packet until completion, regardless of its required work or value.
2. SA: Algorithm SA, described in Section 2.4.
3. SA* FIFO: Algorithm SA* where priority ties are broken by FIFO order.
4. SA* W -Then-V : Algorithm SA* where priority ties are broken in non-decreasing order of
remaining work, and further ties are broken in non-increasing order of profit. This variant
is denoted by SA* W − V in Figures 2.5-2.8.
5. SA* EFFECT: Algorithm SA* where priority ties are broken in non-increasing order of
their profit-to-work ratio.
We recall that all the flavors of SA* listed above maintain a GK -first order, and differ only
in the internal ordering within each set (namely, within the set of GK -packets, as well as within
the set of non-GK -packets).
All flavors of SA* described above employ the class-closure and the fill-during-flush modifications defined in Section 2.5. For each choice of parameters, we show the average of running
100 independently-generated traces of 10K packets each. In all our simulations the standard
deviation was below 0.035.

2.7.2

Simulation Results

Figures 2.5-2.8 show the results of our simulation study.
First we note that SA exhibits a very low performance ratio, similar to that of a simple
FIFO (which disregards packets parameters altogether). This is due to the fact that SA focuses
only on a specific class, which consists of a relatively small part of the input, and it thus spends
processing cycles on packets that would not be eventually transmitted.
For the variants of SA* we consider, in all simulations the best scheduling policy is by
non-increasing effectiveness, followed by employing the W -then-V approach. FIFO scheduling,
in spite of it being simple and attractive, comes in last in all scenarios. This behavior is explained
by the fact that both former scheduling policies in SA* clear the buffer more effectively once it
is Gfull. The latter FIFO scheduling approach clears the buffer in an oblivious manner, and
therefore doesn’t free up space for new arrivals fast enough. We now turn to discuss each of the
scenarios considered in our study.

2.7.3

The Effect of Selected Class

Our first set of results sheds light on the effect of the class selected by an algorithm on its
performance. Fig. 2.5 shows the results where the selected profit-class j ∗ is 1, which makes SA*
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Figure 2.5: Effect of chosen work-class i∗
allow all profits, and the choice of work-class i∗ varies. The most interesting phenomena are
exhibited by SA* FIFO. Its performance is very poor if the work-class may contain packets
requiring very little work. This is due to the fact that only a small fraction of the traffic
requires this little work, and the algorithm scarcely arrives at being Gfull. As a consequence,
the algorithm handles many low-priority packets, which are handled in FIFO order, giving
rise to far-from-optimal decisions. The algorithm steadily improves up to some point, and
then its performance deteriorates fast as it assigns high-priority to packets with increasingly
higher processing requirements. In this case, the algorithm becomes Gfull too frequently, and
allocates many processing cycles to low-effectiveness packets. The maximum performance is
achieved for i∗ = 3, which implies that the algorithm flushes whenever its buffer is filled up
∗
with packets whose work is at most 2i = 8. This value suffices to allow the algorithm to
prioritize a rather large portion of the arrivals (recalling the Pareto distribution governing packet
work-values), while ensuring the processing toll of high-priority packet is not too large. This
strikes a (somewhat static) balance between the amount of work required by a packet, and its
expected potential profit.
The other variants of SA* exhibit a gradually decreasing performance, due to their higher
readiness to compromise over the required work of packets they deem as high-priority traffic.
SA shows a similar performance deterioration, for a similar reason, when the selected work-class
i∗ is increased from 1 up to 6. However, when increasing i∗ above 6, SA’s performance increases
again. This improvement is explained by the fact that, due to the Pareto-distribution of the
work values, the number of packets that belong to each work-class rapidly diminishes when
switching to work-class indices closest to the maximum of 8; recall that SA over-prioritizes only
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Figure 2.6: Effect of chosen profit-class j ∗

packets which belong to a single randomly selected class, i.e., SA does not employ the class
closure optimization (described in Section 2.5). In such a case, SA is coerced into processing
also packets which do not belong to the selected class – namely, packets with lower work – which
somewhat compensates for the poor choice of the work-class. We verified this explanation by
additional simulations (not shown here), in which the work-class of packets was chosen from
the uniform distribution. In such a case, where there is an abundance of packets from every
possible work-class, the performance of SA consistently degrades with the increase of i∗ , which
implies a poorer choice of work-class.
Similar phenomena are exhibited in Fig. 2.6, where we consider the effect of the profit-class
j ∗ selected by an algorithm on its performance. In this set of simulations all work-values were
allowed (i.e., the selected work-class is 8). In this scenario the performance of all algorithms
improves as the selected profit-class index increases, and the algorithms are able to better restrict
their focus on high profit packets as the packets receiving high-priority. We note the fact that
SA* FIFO and regular FIFO have a matching performance in the case the selected profit-class
is 1, since in this case SA* FIFO is identical to plain FIFO (since it simply indiscriminately
accepts and processes all incoming packets in FIFO order).
In subsequent results described hereafter, we fix both the work-class and the profit-class to
be 3, which represents a mid-range class for both the profit and the work.
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Figure 2.7: Effect of expected number of U -packets during the HIGH state
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Figure 2.8: Effect of admittance probability of U -packets r

2.7.4

The Effect of Missing Information

Fig. 2.7 illustrates the performance ratio of our algorithms as a function of the expected number
of U -packets arriving during the HIGH state, where we vary the value of α from 0 to 1. This
provides further insight as to the performance of each algorithm as a function of the intensity
of unknown packets. We recall that for our choice of parameters, the values of α translate to
having the expected number of unknown packets per cycle during the HIGH state vary from 0
to 10. As one could expect, the performance ratio of SA and of all versions of SA* degrades as
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the amount of uncertainty increases.
Finally, we study the intensity of exploring unknown packets, as depicted by the choice
of parameter r which determines whether a cycle is an admittance cycle or not. The results
depicted in Fig. 2.8 consider the case of high uncertainty, where α = 1, that is, all arriving
packets are unknown.
Observe first the special case where r = 0, which represents an extreme case, in which,
although all arriving packets are unknown, our algorithms do not explore any new packets, and
actually degenerate to a simple FIFO, and therefore exhibit identical performance. Increasing
the admittance probability r, however, yields a steady increase in performance, albeit with
diminishing returns. Similar results were obtained also when some of the packets are known, but
with smaller marginal benefits. These results coincide with our analytic results, which further
validate our algorithmic approach.

2.8

Discussion

This chapter introduces the problem of managing buffers where traffic has unknown characteristics, namely required processing and profits. We show lower bounds on the competitive ratio of
any online algorithm for the problem. We define several algorithmic concepts targeted at such
settings, and develop several algorithms that follow our suggested prescription. Our theoretical
analysis shows that the competitive ratio of our algorithms is not far from the best competitive
ratio any online algorithm can achieve. We validate the performance of our algorithms via
simulation which further serves to elucidate our design criteria. Our work can be viewed as
a first step in developing fine-grained algorithms handling scenarios of limited knowledge in
networking environments for highly heterogeneous traffic.
Our work gives rise to a multitude of open questions, including: (i) closing the gap between
our lower and upper bound for the problem, (ii) applying our proposed approaches to other
limited knowledge networking environments, and (iii) devising additional algorithmic paradigms
for handling limited knowledge in heterogeneous settings.
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Chapter 3
Access Strategies in Network Caching
3.1

Problem Overview

Having access to multiple network connected data stores is common in modern network settings
such as 5G in-network caching [16, 17], content delivery networks (CDN) [14, 15], information
centric networking [51, 52], wide-area networks [53], as well as in any multi data center Internet
company. Data stores can be cache enabled network devices, memory layers within a server,
virtual machines, physical hosts, remote data centers or any combination of the above examples.
In such settings, each data store acts as a network cache by holding a potentially overlapping
fraction of the entire data that may be accessed by applications and services hosted in the
network.
Accessing a data store incurs a certain cost in terms of latency, bandwidth, and energy [54].
Hence, smart utilization of data stores may reduce the operational costs of such systems and
improve their users’ experience. Naturally, knowing which item is stored in each data store at
any given moment is a key enabler for efficient utilization, but maintaining such knowledge may
not be feasible. Instead, it is more practical to occasionally exchange space efficient indicators
for the content of the data stores [53]. Bloom filters [19] are a common implementation for such
indicators, but many other space-efficient approximate membership representations can also be
used [55, 20, 56, 22, 57, 14, 58].
The shortcoming of relying on such indicators is that they may exhibit false positives,
meaning that they may indicate that a given item is held by a certain data store while it is
actually not there. Indeed, the work of [57] formally showed that naively relying on indicators for
accessing even a single data store may do more harm than good. In this work, we are interested
in the general case of accessing multiple data stores. The difference is that we require an access
strategy that selects a subset of the data stores to access per request. Existing strategies for this
problem include: (i) the Cheapest Positive Indication (CP I) [59, 20] strategy that accesses the

46

FPO

EPI

CPI

100
(a) The client is looking for item x and needs to select which data stores to access. Data stores provide an
indication (I(x)) if they store x. The grayed content (C(x)) indicates if they actually store x. Notice the false
positive in Data store 1. The client pays the cost for the selected data stores, and in case of a failure to find x in
any of the accessed data stores, it incurs a miss penalty.
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(b) An example of the average access cost of different strategies (lower is better), when varying the cache hit ratio.
The number of data stores here is 20, the access cost to each of them is 1 while the miss penalty is 100 and the
false positive ratio is 0.02.

Figure 3.1: Motivation for the access strategy problem.
cheapest data store
with a positive indication for the requested item, and (ii) the Every Positive Indication
(EP I) [53] strategy that accesses every data store with a positive indication. The access is
considered successful if the item is stored in one of the accessed data stores, and incurs no
further cost. Otherwise, we pay a miss penalty for retrieving the requested item, e.g., due to the
need to fetch it from an external remote site.
In the example of Figure 3.1a, CPI accesses only data store 1, which is the cheapest with a
positive indication (captured by I(x) = Yes), and incurs a cost of 1 for this. However, since
x is not in data store 1 (captured by C(x) = No), this indication is a false positive, and an
additional miss penalty of 100 is incurred for the request, for a total cost of 101 imposed on CPI.
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Alternatively, the EPI policy accesses every data store with a positive indication (data stores 1,
2, and 3). This implies an access cost of 1 + 2 + 5 = 8. In this case, no additional miss penalty is
incurred, since item x is indeed available in one of the accessed data stores, e.g., in data store 2.
One can also consider an ideal strategy equipped with a perfect indicator with no false positives.
Such an ideal strategy would require a cost of merely 2 incurred for accessing data store 2 alone.
Figure 3.1b provides a numerical example motivating this work (see Section 3.2 for the
exact settings). The figure illustrates the expected access cost for varying strategies with a
false positive ratio of FP = 0.02. The strategies are compared to the performance of two
baseline scenarios. The No Indicators (blue) line illustrates the best that can be obtained
without indicators (which can be viewed as using indicators with FP = 1, or equivalently, using
indicators that always return ’Yes’). In contrast, the Perfect Indicators (red) line corresponds to
having no false positives (FP = 0) in any of the indicators.
The area between the plots describing the performance of the two baseline scenarios (blue
and red) exhibits the potential gains of employing indicator based access policies. Specifically,
we observe that EPI is near optimal when the per data store hit ratio is low but becomes highly
inefficient when it is high. In fact, even the No Indicators approach outperforms EPI once the
hit ratio is above a certain threshold (in our plot, this occurs at a hit-ratio of around 0.45). In
contrast, CPI is near optimal when the hit ratio is very high but performs poorly when it is low.
Between these two extremes, there is a gap where both strategies are inefficient, as highlighted
in the magnified area of Figure 3.1b. Our proposed strategies, described in Sections 3.2-3.5,
aim at providing near-optimal performance, independent of the actual hit ratio. In particular,
the performance of our false-positive-aware optimal policy, FPO, depicted by the pink line,
comes extremely close to the Perfect Indicators (red) line despite relying on indicators whose
FP = 0.02.

3.1.1

Related work

Approximate Set Membership Approximate set membership is about encoding a set of
items, such as the content of a data store, in a space efficient manner. Intuitively, an accurate
representation requires storing all identifiers which may be prohibitively expensive. Alternatively,
space can be conserved by allowing a small number of false positives. Bloom filters [19] offer
space-efficient encoding but do not support the removal of items. Other works [56, 22, 53, 58, 21]
improve on them in various aspects, such as support for removals [22, 60, 61], a more efficient
access pattern [56, 58], and lower transmission overheads [62].
Applicability Examples Bloom filter variants are extensively used in multiple domains [55,
20]. Most notable is their use in front of a cache or a slow memory hierarchy. Such usage
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leverages that Bloom filters do not exhibit false negatives. Thus, there is no need to access the
data store on a negative indication.
The work of [53] suggests an architecture for distributed caching on wide area networks. In
this solution, caches share an approximation of their content. Clients use this information to
only contact the caches with positive indications (EPI). A similar architecture is also considered
in [20, 59]. There, clients access the cheapest cache with a positive indication (CPI). However,
the impact of the access strategy and its optimization in the face of false positive replies is
overlooked in previous works.
Access Strategies and Replica Selection The work of [54] studied access strategies to
datastores in a commercial content delivery network. Access strategies to datastores have been
extensively studied also in the context of data grid systems. In such systems, the problem of
selecting which datastore to access is commonly referred to as the replica selection problem. A
comprehensive survey of replica selection algorithms can be found in [63]. However, all these
works do not use indicators, but instead assume the existence of an exact and always-fresh list
of locations of every stored datum. Maintaining such a repository incurs high overhead in terms
of bandwidth consumption and synchronization mechanisms.
The work of [57] considers the special case of a single data store, equipped with a Standard
Bloom Filter [19] or a Counting Bloom Filter [64]. They identify cases where following a positive
indication may increase the overall cost. Thus, they suggest that in those cases the data store
should be ignored, regardless of its indicator value. We, on the other hand, address the more
general problem, which involves any number of data stores, equipped with any kind of indicators.

3.1.2

System Model and Preliminaries

Table 3.1: List of Symbols. The top part corresponds to our system model (Section 3.1.2,
the middle part corresponds to the DSPot and DSKnap algorithms (Sections 3.3-3.4), and
the bottom part corresponds to the PGM algorithm (Section 3.5).
Symbol

Meaning

Section

N

Set of all data stores

n

Number of data stores, n = |N |

Nx
nx
Sj

Data stores with positive indications for requested datum x
Number of positive indications for requested datum x (|Nx |)
The set of data items in data store j

Continued on next page
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Table 3.1 – continued from previous page
Symbol
phj

Meaning
Hit ratio of data store j

Ij (x)

Indication of data store j for datum x

qj

Probability of positive indication by Ij : Pr(Ij (x) = 1)

FPj

False positive ratio for Ij : FPj = Pr(Ij (x) = 1|x ∈
/ Sj )

ρj

Section

Misindication ratio for a data store j

ρD

Misindication ratio for a set of data stores D

ci

Access cost for data store i

cD
φ

Total access cost (sum of costs of all data stores in set D)
P
Q
Cost function: φ(D) = i∈D ci + β i∈D ρi

β

Miss penalty

Hk

Access cost for the k highest data stores in Nx

3.3,3.4

Lk

3.3,3.4

M

Access cost for the k lowest data stores in Nx
Q∗
Potential function: P (k ∗ ) = Lk∗ + β kj=1 ρ`j
o
nP
c
,
β
M = min
j
j∈Nx

O*

Set of datastores used by OPT

3.3,3.4,3.5

r = log β

3.5

Nj`

Partition of Nx in level `

3.5

Oj`

Subset of datastores which OPT selects out of Nj`

3.5

Vj`

Candidate sub-solutions which PGM considers out of N``

3.5

P (k ∗ )

r

3.3,3.4
3.3,3.4

This section formally defines our system model and notations. For ease of reference, our notation
is summarized in Table 3.1. We consider a set N of n data stores, containing possibly overlapping
subsets of items. We denote by Sj the set of items stored at data store j. Given a sequence of
requests for items σ (with possible repetitions), the hit ratio of a data store j is the fraction of
requests in σ that were available in data store j (when requested). Our work assumes that past
hit ratio is a good indication for the near future [65, 66]. We denote by phj the hit ratio of data
store j, i.e., the probability that the next accessed item x is stored in Sj .
Each data store j maintains an indicator Ij , which approximates Sj ; given an item x,
Ij (x) = 1 indicates that x is likely to be in Sj while Ij (x) = 0 indicates that it is surely not in Sj .
These are referred to as a positive indication and a negative indication, respectively. Our model
assumes indicators that may exhibit only one-sided errors, i.e., they never err when providing a
negative indication1 . In practice, most implementations satisfy this assumption [56, 22, 53, 58].
1

This means having no false negatives, i.e., Pr(Ij (x) = 0|x ∈ Sj ) = 0.
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The false positive ratio of Ij is defined by FPj = Pr(Ij (x) = 1|x ∈
/ Sj ).
Given an item x within sequence σ, a query for x triggers a data access which consists of
selecting a subset of the data stores D and accessing this subset in parallel. The data access is
considered successful, or a hit, if the item x is found in at least one of the data stores being
accessed and is considered unsuccessful, or a miss, otherwise. Since by our assumption all
indicators might have a one-sided error, we focus our attention only on subsets of data stores
which all provide a positive indication. Given such a subset of the data stores D all providing
a positive indication, we denote by ρD the misindication ratio of D, i.e., the probability that
an item is not available in any of the data stores in D, in spite of their positive indications.
Note, that if D = ∅, then ρD = 1. We make no assumptions on the sharing policy among the
data stores. Yet, in the analysis sections we assume that the misindication ratios are mutually
Q
independent, that is, ρD = j∈D ρj . Under this assumption our analysis provides a baseline for
understanding the performance of such systems.
Each data store has some predefined access cost, cj , which is incurred whenever data store j
is being accessed. These access costs induce the overall cost for accessing a set D of data stores,
P
defined by cD = j∈D cj . We assume without loss of generality that minj cj = 1. In case the
data access results in a miss, it incurs a miss penalty of β, for some β ≥ 1. For a subset of data
stores D, which all provide a positive indication, we define its (expected) miss cost by β · ρD .
For any query item x, let Nx ⊆ N denote the subset of data stores with a positive indication,
i.e., Nx = {j ∈ N |Ij (x) = 1}, and denote the size of this set by nx = |Nx |. The expected cost of
accessing any D ⊆ Nx is defined to be the sum of its access cost and its expected miss cost, i.e.,
φ(D) = cD + β · ρD .

(3.1)

When misindication ratios are mutually independent we have
φ(D) = cD + β · ρD =

X
j∈D

cj + β

Y
j∈D

ρj .

(3.2)

The Data Store Selection (DSS) problem is to find a subset of data stores D ⊆ Nx that
minimizes the expected cost φ(D).
We denote by qj the probability that indicator j positively replies to a query for an item x.
This happens when either x ∈ Sj ; or x ∈
/ Sj , and a false positive occurs. Therefore,
qj = Pr(Ij (x) = 1) = phj + (1 − phj ) FPj .
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(3.3)

Using Bayes’ theorem and Eq. 3.3, the misindication ratio ρj is
ρj ≡ Pr(x ∈
/ Sj |Ij (x) = 1)

= FPj (1 − phj )/[phj + (1 − phj ) FPj ].

(3.4)

To simplify expressions throughout this chapter, we omit the base of the logarithms; we
always use logarithms of base 2.

3.1.3

Our Contribution

As mentioned, despite the popularity of indicators, the problem of efficiently working with
indicators and of forming a successful access strategy has remained unexplored. In Section
3.2 we analyse the case of a fully homogeneous settings. Our analysis shows that even in this
highly-simplified settings previously suggested strategies are too simplistic and implicitly rely
on specific assumptions about the workload, or the underlying system. Thus, in general, an
access strategy that works well in one scenario may be inefficient for another.
In Sections 3.3-3.5 we propose and analyze several polynomial-time approximation algorithms
for the fully heterogeneous case.2 We further validate and evaluate our proposed algorithms via
an extensive evaluation in Section 3.6. Our evaluation is based on real data with varying system
parameters. Our results show that our algorithms are more stable than existing approaches.
That is, they outperform or achieve very similar access costs to the best competitor for any
tested system configuration. We conclude in Section 3.7 with a discussion of our results.

3.2

The Fully Homogeneous Case

To gain some insight about the challenges in developing an access strategy, we start with a
simplified fully-homogeneous case. In this setting, the cost of accessing each data store is
the same (c = 1). The per data store hit ratios and false positive ratios are uniform, i.e.,
for each j, phj = ph and FPj = FP, for some constants ph , FP ∈ [0, 1]. Consequently, the
per data store misindication ratios, captured by Eq. 3.4, are also uniform, i.e., for each j,
ρj = ρ for some constant ρ ∈ [0, 1]. Recall that our objective is to pick a subset of data stores
with positive indications, D ⊆ Nx , so as to minimize the overall expected cost of a query,
P
Q
φ(D) = j∈D cj + β j∈D ρj . In the fully-homogeneous case considered here, the expected cost
reduces to φ(D) = |D| + βρ|D| , which merely depends on the size of the chosen set D of data
stores to be accessed. The task of choosing which subset of data stores to access is reduced to
deciding on the number 0 ≤ k ≤ nx of data stores one should access. For any such potential
2

Please recall that we detail about approximation algorithms in Section 1.2.3.
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number k, we denote the expected cost of accessing k data stores by
φ̃(k) = k + βρk ,

(3.5)

and focus our attention on studying the cost φ̃(·) incurred by different data store selection
schemes.
The size of the selected subset is clearly upper-bounded by the number of positive indications,
nx . So we start by calculating the distribution of nx . Ideally, one can interpret each positive
indication as a result of an independent Bernoulli trial with success probability q. By Eq. 3.3,
q = ph + (1 − ph ) FP. Hence, nx is binomially distributed such that
 
n k
Pr(nx = k) =
q (1 − q)n−k .
k

(3.6)

Using equations 3.5 and 3.6 we now derive the expected costs of several selection schemes,
where we let DX denote the set of data stores selected by selection scheme X.
The EPI policy accesses all the data stores with positive indications, and therefore its
expected overall cost is
φ(DEP I ) =

n h
i
X
Pr(nx = k) · φ̃(k)
k=0

=

n
X
k=0

[Pr(nx = k) · k] + β ·

n
X

k=0

Pr(nx = k) · ρk

= E[nx ] + β · PGFnx (ρ)


(3.7)

= n · q + β (1 − q + q · ρ)n ,
where PGFX (t) denotes the probability generating function for random variable X at point t.
CPI accesses either a single data store with a positive indication, if one exists, or no data
store if there are no positive indications. The expected overall cost of CPI is therefore
φ(DCP I ) = Pr(nx = 0) · φ̃(0) + Pr(nx > 0) · φ̃(1)
= (1 − q)n β + [1 − (1 − q)n ] (1 + βρ).

(3.8)

We now turn to analyze the false-positive-aware optimal policy, FPO, which minimizes the
expected overall cost, given the false positive ratio, FP. In the fully homogeneous case, this
translates to finding arg mink φ̃(k). Consider φ̃(y) defined in Eq. 3.5 as a function defined over
the reals. This function is convex since its second derivatives is non-negative, and it obtains its
minimum at y ∗ = − ln(−β ln(ρ))/ ln(ρ) for 0 < ρ < 1. In practice, the number of data stores
accessed must be an integer between 0 and nx . The optimal number m∗ (k) of data stores to
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access given that there are k positive indications satisfies m∗ (k) ∈ {0, k, by ∗ c, dy ∗ e}, where by ∗ c
and dy ∗ e should be considered only if y ∗ ∈ [0, k]. Hence, The expected overall cost of FPO is
φ(DF P O ) =

n  
X
n
k=0

k

k

n−k

q (1 − q)


m (k) .
∗

(3.9)

Having studied the overall cost of the above policies, we may revisit Figure 3.1b. The
expected costs of each of the policies are presented as a function of ph , using Equations 3.7-3.9.
In particular, in the special case where FP = 0, the expected overall costs of CPI, FPO and
the perfect indicators benchmark are identical. This fits our intuition that when there are no
false indications, the optimal policy is to access a single data store among those with positive
indications if such a data store exists. At the other extreme, we have the case where FP = 1, in
which we always have nx = n, i.e., all the indicators are positive. This extreme case renders
the indicators useless and is thus equivalent to not having indicators at all. In particular, note
that depending on the values of n and β, EPI might end up being worse than not having any
indicators at all.
In this section we addressed the fully homogeneous case, in which minimizing our objective
function φ(D) was made tractable due to the uniformity of the settings. However, many systems
are heterogeneous, making the minimization of φ(D) a much more challenging task. In the
following sections we describe several approximation algorithm for solving the DSS problem in
fully heterogeneous settings and provide a rigorous analysis of their performance. In particular,
we also study trade-offs between the time complexity and the performance guarantees of our
proposed solutions.

3.3

A Potential-based Algorithm

In this section we describe our first approximation algorithm for solving the DSS problem in
fully heterogeneous settings and provide a rigorous analysis of their performance.
Recall that our goal is to select a subset D ⊆ Nx of data stores with positive indications
minimizing the expected cost
φ(D) = cD + βρD =

X
i∈D

cj + β

Y
j∈D

ρj ,

as defined in Eq. 3.2. This can be viewed as a combined bi-criteria optimization problem, of
minimizing two objectives simultaneously: (i) cD , which is monotone non-decreasing as we pick
more data stores to include in D, and (ii) ρD , which is monotone non-increasing as we pick
more data stores to include in D, where the latter objective is “regularized” by β.
In the special case where the non-decreasing orderings of data stores by access costs and by
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Algorithm 5 DSPot (Nx ,c,ρ,β)
1: `1 , . . . , `nx ← Nx in non-decreasing order of ρj
2: for k = 1, . . . , nx do
3:
Dk ← {`1 , . . . , `k }
4: end for
n
o
Qk
5: return D = arg mink P (k) = Lk + β j=1 ρ`j

misindication ratios are the same, a simple substitution argument shows that a greedy approach
will yield an optimal solution D which consists of a prefix of this ordering.
In what follows we generalize the above observation and suggest an algorithm for the general
case based on the special case described above. We denote by Lk and Hk the sum of the k
smallest access costs of data stores in Nx and the k largest access costs of data stores in Nx ,
respectively. Our algorithm, DSPot , described in Algorithm 5, considers the data stores ordered
in non-decreasing order of miss-ratio, `1 , . . . , `nx , such that ρ`j ≤ ρ`j+1 for all j = 1, . . . , nx − 1.
The algorithm iterates over all prefixes of indices in this order, and picks a subset of data stores
Q
corresponding to a prefix which minimizes the potential function P (k) = Lk + β kj=1 ρ`j .
We now turn to analyze the performance of our proposed algorithm DSPot . In particular, we
show the following theorem:
Theorem 14. Let O* be an optimal set of data stores for the DSS problem, and let D be the
H|D|
solution found by DSPot . Then φ(D) ≤ L|D|
φ(O* ).
Proof. Let k = |D|. We therefore have
Yk
Yk
ρ`j
ρ`j ≤ Hk + β
c`j + β
j=1
j=1
j=1


Yk
Hk
Hk
≤
Lk + β
ρ`j =
P (k),
j=1
Lk
Lk

φ(D) =

Xk

(3.10)

where the penultimate inequality follows from the definitions of Lk and Hk , and the last equality
follows from the definition of the potential function P (k). Let k ∗ = O* . Since data stores are
Q∗
Q
ordered in non-decreasing order of misindication ratio, it follows that kj=1 ρ`j ≤ j∈O* ρj , and
by the definition of Lk∗ as the sum of the k ∗ smallest access costs of data stores in Nx , it follows
that
Yk∗
P (k ∗ ) = Lk∗ + β
ρ`j
j=1
X
Y
≤
c
+
β
j
*

j∈O*

j∈O

(3.11)
ρj = φ(O* ).

Since D is chosen to be the set of data stores that minimizes P (k), where k is the length of the
prefix Nx considered in non-decreasing order of miss-ratio, we have P (k) ≤ P (k ∗ ). Combining
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this with Eqs. 3.10 and 3.11, the result follows.
k
Since for every k we have H
≤ maxj {cj } and the running time of DSPot is dominated by
Lk
the time required to sort the data stores, we obtain the following corollary:

Corollary 15. DSPot is a (maxj {cj })-approximation algorithm, running in time O(nx log nx ).
In particular, Corollary 15 implies that for the case where all accesses costs are equal, DSPot
yields an optimal solution to the DSS problem.

3.4

A Knapsack-based Algorithmic Framework

In this section we develop an alternative algorithm for the DSS problem and provide guarantees
on its performance. We begin by recalling that the main difficulty in solving the DSS problem
stems from the fact that our objective function is composed of a linear component (the access
cost) and a multiplicative component (the miss cost). The algorithmic framework we propose
in the sequel is based on carefully linearizing the multiplicative component, and defining a
collection of knapsack problems for which their solution space contains a good approximate
solution to the DSS problem.
We associate each data store j with its log-hit weight, defined by wj = − log(ρj ). We therefore
P
have for every subset of data stores D ⊆ N , − log(ρD ) = j∈D wj . Therefore, any set of data
stores has a minimal miss cost if and only if it has a maximal log-hit weight. In what follows we
define a collection of Knapsack problems, where the Knapsack problem is defined as follows:
Given a budget B, and collection of items U , such that each item j ∈ U has some profit πj
P
P
and cost γj , the goal is to find a subset of items S ⊆ U such that j∈S γj ≤ B and j∈S πj is
maximized. We refer to such an instance as the (B, U, π, γ)-Knapsack problem, and denote by
AKnap (B, U, π, γ) the set of items produced as output by an algorithm AKnap for the Knapsack
problem. The Knapsack problem is known to be NP-hard, but it can be solved exactly by
dynamic programming in pseudo-polynomial time, and can be approximated to within a (1 + )
factor in polynomial time by an FPTAS [3].
We now turn to define our collection of knapsack problems, to be used by our algorithm
for solving the DSS problem. We recall that given a query x, Nx ⊆ N denotesnthe subset of
o
P
data stores for which their indicator is positive. In the following we let M = min
c
,
β
.
j∈Nx j
Clearly, M is an upper bound on the access cost of any optimal solution for the DSS problem.
For any B ∈ {0, 1, . . . , M }, consider the (B, Nx , w, c)-Knapsack problem, i.e., the Knapsack
problem with budget B over a collection of items Nx , such that each item j ∈ Nx has profit wj
(the log-hit weight of data store j) and cost cj (the access cost of data store j).
Our algorithm named DSPP , formally defined in Algorithm 6, makes use of a (1 + )approximation algorithm AKnap for the knapsack problem, for some  ≥ 0. The complexity and
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Algorithm 6 DSPP (Nx ,c,ρ,β, (1 + )-approximation algorithm AKnap for Knapsack)
1: wj ← − log(ρ
Nx
oo
n j ) for all jn∈
P
c
,
β
do
. This algorithm assumes cj is an integer
2: for B ∈ 0, 1, . . . , min
j∈Nx j
3:
4:
5:

DB ← AKnap (B, Nx , w, c)
end for
return D = arg minB {φ(DB )}

performance guarantee depends upon the value of . DSPP essentially iterates over all possible
values for the access cost, and solves the associated Knapsack problem using the algorithm
AKnap as a subroutine for each such value. DSPP then selects the subset of data stores D ⊆ Nx
which minimizes φ(D) over all Knapsack solutions calculated by AKnap in all iterations.
We first show that if AKnap finds an optimal solution to the Knapsack problem in each
iteration, then our algorithm finds an optimal solution to the DSS problem. In terms of running
time, since the best exact algorithm for the Knapsack problem over n items with budget B runs
in pseudo-polynomial time of O(nB) [3], our algorithm also runs in pseudo-polynomial time.
These properties are formalized in the following theorem:
Theorem 16. When using the pseudo-polynomial algorithm AKnap which finds an optimal
solution to the Knapsack problem over n items with budget B in time O(nB), DSPP is a pseudopolynomial algorithm that finds an optimal solution to the DSS problem in time O(nx M 2 ).
Proof. We first show that DSPP , defined in Algorithm 6, finds an optimal solution to the DSS
problem. Consider an optimal solution O* ⊆ Nx for the DSS problem, and let B ∗ = cO* . Since
by optimality B ∗ ≤ M , we are guaranteed that DSPP considers B = B ∗ in one of the iterations
of the for-loop in lines 2-4. Let DB denote the solution of the knapsack problem being solved in
that iteration, where the knapsack budget is B. Since algorithm AKnap finds an optimal solution
for the knapsack problem in this iteration
DB = arg

max

nX

D⊆Nx |cD ≤B

o

j∈D

wj .

By the definition of wj and the monotony of the log function, such a DB also satisfies
DB = arg

min

D⊆Nx |cD ≤B

{ρD } .

(3.12)

Assume by contradiction that DB is not optimal for the DSS problem, i.e., that φ(DB ) =
cDB + βρDB > cO* + βρO* = φ(O* ). Since cO* = B ∗ = B ≥ cDB , it must follow that ρDB > ρO* ,
for cO* ≤ B, which contradicts Eq. 3.12.
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Running time DSPP performs M iterations, where in each iteration it solves a knapsack
problem using an algorithm that runs in O(nx M ) time. It follows that the running time of
DSPP in this case, is O(nx M 2 ), as required.
nP
o
In many cases, the value of M = min
c
,
β
is polynomially bounded by nx . The
j∈Nx j
following is an immediate corollary of Theorem 16 in such cases:
nP
o
Corollary 17. If M = min
c
,
β
is polynomially bounded by nx , then DSPP solves the
j
j∈Nx
DSS problem in polynomial time.
We now turn to study the tradeoff between the running time of DSPP and its performance
guarantee, when using a polynomial time approximation algorithm for Knapsack instead of the
pseudo-polynomial time exact algorithm. We first show in Theorem 18 how the approximation
guarantee of an algorithm for Knapsack translates to an approximation guarantee for the DSS
problem, while still in pseudo-polynomial time.
Theorem 18. If there exists some constant δ such that ρj ≤ δ for all j ∈ Nx and algorithm
AKnap is a (1 + )-polynomial time approximation algorithm for Knapsack running in time

O(f (nx , )), then DSPP is a pseudo-polynomial algorithm that finds an O(β 1+ )-approximate
solution for the DSS problem in time O(f (nx , ) · M ).
Proof. First, note that by its definition, the running time of DSPP is as required since it makes
M iterations, and in every iteration solves an instance of Knapsack in time O(f (nx , )). It
remains to bound the approximation ratio of DSPP .
Consider an optimal solution O* ⊆ Nx to the DSS problem, and let B ∗ = cO* and ` be an
integer such that
2−(`+1) ≤ ρO* ≤ 2−` .
(3.13)
By our assumption there exists some constant δ such that for all j ∈ Nx we have ρj ≤ δ. We
are therefore guaranteed to have ` = O(log β), since for ` > log1/δ β we have ρO* β < 1, in which
case the optimal solution would not benefit from accessing more data stores than it currently
P
does. By the definition of the log-hit weight, we therefore have ` ≤ j∈O* wj ≤ ` + 1.
Consider the iteration of DSPP where B = B ∗ , and let DB denote the solution obtained by
algorithm AKnap for solving the Knapsack problem in this iteration. Since AKnap is a (1 + )P
P
1
*
approximation algorithm we are guaranteed to have j∈DB wj ≥ 1+
j∈O* wj since O is an
optimal solution with an access cost of B ∗ , and therefore maximizes the objective function in
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Algorithm 7 DSKnap (Nx ,c,ρ,β)
1: wj ← − log(ρj ) for all j ∈ Nx
2: for u ∈ {cj |j ∈ Nx } do
3:
Nxu ← {j ∈ Nx |cj ≤ u}, let nux = |Nxu |
4:
k1 , . . . , knux ← Nxu in non-increasing order of wj /cj
5:
for all 1 ≤ t ≤ nux do
6:
Dtu ← {k1 , . . . , kt }
7:
D̃tu ← {kt }
end for
8:
9: end for
10: return D = arg minD∈{Du }∪{D̃u }∪{∅} {φ(D)}
t

t

the Knapsack problem being solved in this iteration. It follows that
Y
j∈DB

ρj ≤

Y

1

−`

ρj1+ ≤ 2 1+
*

(3.14)

j∈O

`

`

= 2−`+ 1+ = 2−(`+1)+(1+ 1+ )
  Y
` Y
≤ 21+ 1+
ρ
≤
O
β 1+
j
*
j∈O

j∈O*

ρj ,

where the first inequality follows from our Knapsack approximation guarantee, the following two
inequalities follow from Eq. 3.13, and the last inequality follows from the fact that ` = O(log β).
P
For B = B ∗ we are guaranteed to have j∈DB cj ≤ B ∗ . Hence,
Y
cj + β
ρj
j∈DB
j∈D

    YB
ρ
≤ B ∗ + O β 1+
β
j
j∈O*
   Y

X
1+
c
+
O
β
=
β
ρ
j
j
j∈O*
j∈O*
   X

Y
1+
≤O β
cj + β
ρj
j∈O*
j∈O*
  
= O β 1+ φ(O* )

φ(DB ) =

X

(3.15)

which completes the proof.
In what follows, we present a polynomial-time approximation algorithm, DSKnap for the
problem, formally defined in Algorithm 7. The algorithm is based on DSPP but avoids the
need to iterate over all possible budgets. In particular, DSKnap does not make use of a general
(1 + )-approximation algorithm for solving the Knapsack problem. Instead, DSKnap incorporates
within its design the specifics of a 2-approximation algorithm for the Knapsack problem, the
details of which are presented and discussed in the proof of Theorem 19.
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Theorem 19. If there exists some constant δ such that ρj ≤ δ for all j ∈ Nx , then Algorithm
√
DSKnap is a polynomial O( β)-approximation algorithm running in time O(n2x log nx ).
Proof. The algorithm is based on the 2-approximation algorithm for Knapsack [3], which works
as follows: given budget B, prune all elements with a cost greater than B. Order all elements
in non-increasing order of their profitability, captured by their profit-to-cost ratio. Greedily
add elements to the solution, starting from the most profitable one, as long as their overall cost
does not exceed the given budget. Once adding an element causes a violation of the budget
constraint, pick the best out of two candidate solutions: the set of elements accumulated which
satisfy the budget constraint, and the first element that caused the violation of the constraint.3
The remainder of the proof draws its intuition from the proof of Theorem 18, combined with
the properties of the 2-approximation algorithm for Knapsack.
Given some budget constraint B on the access cost of a solution, consider the 2-approximation
algorithm for knapsack when given B as its budget constraint.
The algorithm first prunes all elements with cost greater than the budget. In particular, there
exists some element j such that cj is the maximal cost of an element not violating the budget.
DSKnap simulates the same pruning by iterating over all potential values for this maximal cost,
and maintaining only the data stores with cost not exceeding this maximal cost (lines 2-3). It
follows that there is a u ∈ {cj |j ∈ Nx } for which
Nxu = {j ∈ Nx |cj ≤ B} .

(3.16)

Now that the knapsack approximation algorithm only considers items with cost not violating
the budget B, it orders the items in non-increasing order of wj /cj , and scans the items in this
order, starting from the most profitable, until reaching the first item in this order, ktB , such
PB
P B +1
ckj ≤ B, but tj=1
ckj > B. The algorithm then picks the best between two possible
that tj=1
candidate solutions: the set {1, . . . , ktB }, and the set {ktB +1 }.
Our algorithm iterates over all potential candidates of this form, namely, all sets of data
stores {1, . . . , kt }, and all sets of data stores {kt }. Consider an optimal solution O* ⊆ Nx to the
DSS problem, and denote by B ∗ the access cost contributing to the overall cost of O* . Consider
the iteration of DSKnap where Nxu = {j ∈ Nx |cj ≤ B ∗ } (as shown in the argument leading to
Eq. 3.16 such a cost u necessarily exists).
Consider the items in Nxu ordered in non-increasing order of wj /cj , and let tB ∗ be the first
P B∗
P B∗ +1
item in the order for which tj=1
ckj ≤ B ∗ , but tj=1
ckj > B ∗ . The algorithm will choose
either {1, . . . , ktB∗ }, which is candidate Dtu in the iteration where t = tB ∗ of lines 5-4; or it will
3

Most common implementations consider the element with maximum profit instead of the first element
causing the violation of the budget constraint. However, such an amended choice has no effect on the analysis of
the algorithm’s performance.
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choose {tB ∗ + 1}, which is candidate D̃tu in the iteration where t = tB ∗ + 1 of lines 5-8. By
√

the proof of Theorem 18, the best of these two candidate solutions is an O(β 1+ ) = O( β)
approximate solution for the DSS problem, since we are using a 2-approximation algorithm for
knapsack, implying  = 1.
Since DSKnap picks the candidate solution with the minimal overall cost, the solution returned
√
by the algorithm is itself an O( β)-approximate solution for the DSS problem. The running
time of the algorithm is dominated by the outer for-loop in lines 2-9 which has nx iterations,
where in each iteration we order all elements in Nxu , which takes O(nx log nx ) time. Hence, the
overall running time of the algorithm is O(n2x log nx ), which completes the proof.

3.5

A Partition-and-Merge Algorithmic Framework

In this section we develop an alternative algorithm for the DSS problem and provide guarantees
on its performance. We first provide a high-level description of the algorithm, and then turn to
a detailed description and analysis of its approximation ratio and run-time.

3.5.1

High-level Description of the Algorithm

As its name indicates, our algorithm, Partition, Generate and Merge (PGM), is built upon three
fundamental operations: (i) Partition the set of datastores with positive indications Nx into
disjoint fractions, based on a logarithmic scaling of the access costs. (ii) Generate from each of
the fractions candidate sets of datastores with minimal miss ratio. (iii) Merge the candidate
sets iteratively, until obtaining a full solution for the DSS problem.
Figure 3.2 depicts the partition and generate stage of PGM. In the partition stage (Fig. 3.2),
0
PGM partitions Nx into log β disjoint sets: N00 , N10 , . . . , Nr−1
(we denote r = log(β)), where
partition j contains all the datastores with positive indications whose access costs fall in the
range [2j , 2j+1 ). Each concrete subset of the set of datastores in some partition is a part of a
full solution for the DSS problem. In other words, one can compose a full solution for the DSS
problem by taking the union of log β sub-solutions, where each sub-solution is taken exclusively
0
from one of the disjoint sets N00 , . . . , Nr−1
.
In the generate stage PGM sorts the datastores within each partition in a non-decreasing
order of the miss ratio, and considers all possible prefixes as its initial candidate sub-solutions.
We will later show that this implementation of the partition and generate stages guarantees
that for each partition, PGM considers a sub-solution with at most twice the access cost, and at
most the same miss ratio, of those obtained by the respective sub-solution of OPT.
Fig. 3.3a depicts a high-level overview of the merge stage. In this stage, PGM iteratively
merges candidate sub-solutions by means of a binary tree, whose leaves are the initial candidate
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sub-solutions produced by the partition and generate stages. In the final merge step the
algorithm obtains a list of full solutions for the DSS problem, from which it selects the one
minimizing our objective function φ(∗).
In what follows we present some preliminaries, and then use them to describe PGM in
details.

3.5.2

Preliminaries

Denote r = log β. We iteratively partition Nx to subsets as follows. All partitions are based on
the access cost. Initially, in level ` = 0, we use a simple logarithmic-scaled partitioning, namely
Nj0 = {d ∈ Nx |2j ≤ cd < 2j+1 }, where j = 0, . . . , r − 1. In levels ` = 1, . . . , log r, each higher`−1
`−1
level subset is the union of two adjacent subsets in the lower level, namely Nj` = N2j
∪ N2j+1
,
where j = 0, . . . , 2r` − 1.
For each ` = 0, . . . , log r and j = 0, . . . , 2r` − 1, let Oj` denote the subset of data stores which
an optimal solution O* selects out of Nj` . That is, Oj` = O* ∩Nj` . By the definition of Nj` , it
`−1
`−1
follows that Oj` = O2j
∪ O2j+1
for ` = 1, . . . , log r.
PGM organizes candidate subsets of data stores as follows. For each level ` = 0, . . . , log r
and j = 0, . . . , 2r` − 1, Vj` is a collection of candidate subsets of Nj` .
c
x x

...

...

β
2

2j+1

0
Nr−1

...

β

x x x x x Nj0

...

...
2
1

x x x

0

...

...

2j

N00
ρ
1

Figure 3.2: PGM’s partition and generate steps. X represents a datastore.
As a datastore with zero hit ratio is useless, PGM assumes that for each j = 1, . . . nx , phj > 0.
Further, by Eq. 3.3 ρj < 1.

3.5.3

The PGM Algorithm

We now describe the details of PGM, formally defined in Algorithm 8. In lines 1-5 PGM partitions
the data stores and generates candidate sub-solutions as follows. First, the algorithm partitions
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Algorithm 8 PGM (Nx , c, ρ, β)
Partition and Generate sub-solutions
1: for j = 0, 1, . . . , r − 1 do
Nj0 ← {j ∈ Nx |2j ≤ cj < 2j+1 }
2:
3:
sort Nj0 in non-decreasing order of miss ratio
4:
Vj0 ← {D|D is a prefix of Nj0 , 0 ≤ |D| ≤ nx }
5: end for

. r = log β

Merge sub-solutions
6: for ` = 1, . . . , log r do
. level `
r
7:
for j = 0, . . . , 2` − 1 do
. node in level `
`
8:
Vj ← {∅}
for t = 1, 2, . . . , r do
9:
`−1
10:
Xt ← arg min{ρD |D = A ∪ B, . . . A ∈ V2j`−1 , B ∈ V2j+1
, cD ∈ [2t−1 , 2t )}
11:
Vj` ← Vj` ∪ {Xt }
12:
end for
13:
end for
14: end for
Pick full solution
15: return D̃ = arg minX∈V log r {φ(X)}
0

0
the set of data stores with positive indications Nx into r disjoint subsets, N00 , N10 , . . . , Nr−1
based
on the access costs, using a logarithmic scale (line 2). Then the algorithm sorts the elements
in each of the partitions by a non-decreasing order of miss ratios (line 3). Next, the algorithm
generates initial candidate sub-solutions by considering all possible prefixes of each partition
(line 4). Recall that the partition and generate stages are illustrated in Fig. 3.2.
The second part of the algorithm (lines 6-14) iteratively merges pairs of adjacent candidate
solutions into a single candidate sub-solution. The merge process uses a binary tree where the
0
leaves are the initial sets of candidate solutions V00 , . . . Vr−1
, and the root is a set of full solutions
log r
for the DSS problem V0 , as depicted in Fig. 3.3a.
In particular, in each run of lines 8-11 PGM merges two sets of candidate sub-solutions, V2j`−1
`−1
and V2j+1
, into a single set Vj` as follows. First, PGM initializes Vj` to include only the empty
set (line 8). Then (lines 9-11), the algorithm considers all the edges in the full bipartite graph
whose vertices in each side are the candidate sub-solutions in each of the two merged sets. Thus
each edge in the bipartite graph represents a union of two sub-solutions. For each t = 1, . . . , r,
PGM selects the edge that minimizes the miss ratio among all the edges with access cost in the
range [2t−1 , 2t ).
After merging all the sub-solutions into a list of candidate solutions, the algorithm finds and
returns the best candidate full solution (line 15).

`=0

...

`=1

` = log(r)

0
Vr−1

...

V r1−1
2

1
0, 1

2

4

log(r)

V0

8

1, 0.9 3, 0.6

...

0

V10

...

...

...

0
Vr−2

V01
V00

(a) PGM’s merge tree. The tree’s leaves contain the initial sub-solutions (sets of datastores with positive
indications), while the root contains full solutions for the DSS problem.
The node V01 exemplifies a concrete set of candidate sub-solutions. The node contains 3 candidate subsolutions, captured by 3 circles. The pair of values above each circle represents the access cost, miss ratio of
this sub-solution. The dotted vertical lines capture log-scale ranges of the access costs. PGM stores at most
a single sub-solution per each such range.
0

1

2

4

1, 0.9

t=1

0
`−1
V2j+1

V2j`−1

1
0, 1

2
1, 0.9

4
2, 0.6

0,1

Vj`

0, 1

2, 0.6

0

1
0, 1

0, 1

3, 0.7

0,1

2
1, 0.9

4
3, 0.6

8
5, 0.42

3,0.7

t=2
1, 0.9

2, 0.6

t=3
3, 0.7

`−1
`−1
(b) An example of a merge of two sets of candidate sub-solutions, V2j
and V2j+1
, into the set Vj` . Each
edge represents a union of sets which the algorithm considers. In particular, a solid line represents a
union taken for the next level, while a dashed line represents a union which the algorithm considers but
decides to dismiss. Note that the algorithm takes (at most) one union of sets for each of the log-scale
ranges of the access costs

Figure 3.3: PGM’s merge step. Each circle represents a candidate sub-solution for the DSS
problem.
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Fig. 3.3 depicts the merge stages of PGM. In particular, Fig. 3.3a shows the binary merge
tree. Observe that each node contains at most one sub-solution per each log-scale range of the
access costs. Also note that each node contains the empty set, represented by an empty circle.
For instance, consider the node V01 , which is shown zoomed-in. The node V01 contains a single
sub-solution in the access-costs’ range [0, 1) – namely, the empty set, whose access cost and miss
ratio are 0 and 1; a single sub-solution in the range [1, 2); and a single sub-solution in the range
[2, 4). The node V01 contains no candidate sub-solution in the range [4, 8).
Fig. 3.3b exemplifies a merge of two sets of candidate sub-solutions into a single set. The
leftmost part of the figure shows the two sets of sub-solutions which PGM merges, V2j`−1 and
`−1
V2j+1
. The algorithm considers all the edges in the bipartite graphs whose vertices are the
candidate sub-solutions.
The middle part of the figure shows the selection of merged sub-solutions for t = 1, 2, 3.
When t = 1, PGM considers all the unions of sub-solutions s.t. the access cost of the union is
within the range [1, 2). In our case, this translates to a single candidate union - the union of the
empty set (represented by the empty circle) and the set of datastores with a total cost of 1. As
this is the only candidate in this range, PGM inserts it into the set of merged solutions, Vj` , in
the rightmost part of the figure. Note that the access cost of the union is the sum of the access
costs of the sub-solutions it unifies, while the miss ratio of the union is the multiplication of
their miss ratios.
When t = 2, PGM considers all the unions of sub-solutions with access cost within the range
[2, 4). In our case, this translates to two candidate unions: one with miss ratio 1 · 0.7 = 0.7, and
another with miss ratio 1 · 0.6 = 0.6. PGM selects the latter union, which minimizes the miss
ratio, and inserts it into the merged set of sub-solutions.
When t = 3, PGM considers all the unions of the sub-solutions with access cost within the
range [4, 7). This translates to two candidate unions: one with miss ratio 0.9 · 0.7 = 0.63, and
another with miss ratio 0.6 · 0.7 = 0.42. PGM selects the second option, which minimizes the
miss ratio, and inserts it into the merged set of sub-solutions. Note that PGM selects the second
option so as to minimize the miss ratio, although its aggregate access cost is 5, which is higher
than the aggregate access cost of the first option. This exemplifies how PGM prioritizes the
minimization of the miss ratio, which has a multiplicative impact on the objective function φ,
over the access cost, which has only an additive impact on φ.
Below, we analyse the performance and run time of PGM.

3.5.4

Performance and Run Time Analysis

Our performance analysis involves a careful comparison of the access cost, and miss ratio of
candidate sub-solutions considered by PGM out of every partition Nj` with the access cost, and
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miss ratio of a respective optimal sub-solution.

The following proposition shows that in each level `, Nj`
sets, based on the access costs of the datastores.

Proposition 20. In each level `, Nj`
Nj`

j

j

is a partition of Nx into disjoint

is a partition of Nx , satisfying

n
o
j·2`
(j+1)2`
= d ∈ Nx |2 ≤ cd < 2

(3.17)

Proof. We prove the claim by induction on `. Assigning ` = 0 in Eq. 3.17 implies the definition
Nj0 = {d ∈ Nx |2j ≤ cd < 2j+1 }. Furthermore, assuming that Nj` satisfies Eq. 3.17 up to level `,
`
`
∪ N2j+1
=
Nj`+1 = N2j
n
o
`
`
d ∈ Nx |22j·2 ≤ cd < 2(2j+1)2 ∪
n
o
(2j+1)·2`
(2j+2)2`
≤ cd < 2
=
d ∈ Nx |2
o
n
`+1
`+1
d ∈ Nx |2j·2 ≤ cd < 2(j+1)2

thus showing that level ` + 1 satisfies Eq. 3.17 as well.

The following corollary shows that the special case of level ` = log(r) the partition Nj` j is
identical to the datastores in Nx . As a result, an optimal solution for the sub-problem in level
log(r) is actually an optimal full solution for the DSS problem.
Corollary 21.
n
o
log r
N0log r = d ∈ Nx |20 ≤ cd < 22
= Nx ,
and
O0log r = O* ∩Nx = O*

(3.18)

The following lemma shows that at each level `, PGM has a candidate sub-solution with
miss ratio, and access cost which are at most log β, and 1 higher than those of the respective
optimal sub-solution.
β
Lemma 22. If cO* < 2·log
then for each ` = 0, . . . , log r and j = 0, . . . , 2r` − 1, Vj` contains a
β
set X s.t. cX ≤ 2`+1 ·cOj` and ρX ≤ ρOj` .

Proof. Note first that for each ` and j s.t. Oj` = ∅ the claim holds true since we can take X = ∅
which by lines 4 and 8 is always a member of Vj` . We may therefore focus our attention only on
` and j for which Oj` 6= ∅.
We prove the claim by induction over `. For the base case (` = 0) we have to prove that
β
if cO* < 2·log
then for each j = 0, 1, . . . r − 1 there exists a set of data stores X ∈ Vj0 s.t.
β
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cX ≤ 2 · cOj0 and ρX ≤ ρOj0 . Denote kj = Oj0 . As the access cost of each item in Oj0 is in
[2j , 2j+1 ), we have
kj · 2j ≤ cOj0
(3.19)
Denote by Dj the kj -size prefix of items in Nj0 , when sorted in non-decreasing order of miss
ratio. Note that PGM inserts Dj to Vj0 (line 4). The access cost of each item in Dj is within
[2j , 2j+1 ), and hence
cDj < kj · 2j+1 .
(3.20)
Combining Equations 3.19 and 3.20, we obtain cDj ≤ 2 · cOj0 . Furthermore, as Dj is a prefix of
Nj0 when sorted in a non-decreasing order of miss ratio and |Dj | = kj = |Oj0 |, we have ρDj ≤ ρOj0 ,
thus completing the proof of the induction’s base.
For the induction step, we assume that the claim holds for level `, and prove it for level
β
` + 1. Assume cO* < 2 log
. We have to show that there exists a set X ∈ Vj`+1 that satisfies
β
cX ≤ 2`+2 ·cO`+1 and ρX ≤ ρO`+1 .
j
j
`
By the induction hypothesis, there exist sets A∗ ∈ V2j` and B ∗ ∈ V2j+1
s.t. cA∗ ≤ 2`+1 ·cO2j
`
`+1
∗
∗
∗
∗
and cB ∗ ≤ 2 ·cO2j+1
. Consider the set D = A ∪ B . We first show that D 6= ∅. Recall
`
`
`
that Oj`+1 = O2j
∪ O2j+1
. Since it suffices to focus on the case where Oj`+1 6= ∅, we have either
`
`
O2j
6= ∅ or O2j+1
6= ∅, and therefore either ρO2j
< 1. By the induction hypothesis
` < 1 or ρO `
2j+1
∗
ρA∗ ≤ ρO2j+1
and ρB ∗ ≤ ρO2j
`
` . Therefore, either ρA∗ < 1 or ρB ∗ < 1. As a result, either A 6= ∅
or B ∗ 6= ∅, and hence D∗ 6= ∅.
`
`
Recall that D∗ = A∗ ∪ B ∗ , and by definition Oj`+1 = O2j
∪ O2j+1
. Therefore,


cD∗ ≤ cA∗ + cB ∗ ≤ 2`+1 cO2j
=
` + cO `
2j+1
2`+1 ·cO`+1 ≤ 2`+1 ·cO* < 2`+1 ·
j

β
,
2 · log β

(3.21)

where the second inequality is by the induction hypothesis.
Recalling that ` ≤ log r and r = log β we also have 2`+1 ≤ 2 · 2log(log β) = 2 · log β. Combining
the reasoning above we have cD∗ < β. Therefore (and recalling that D∗ 6= ∅), there exists some
t ∈ {1, 2 . . . , r} s.t.
2t−1 ≤ cD∗ < 2t .
(3.22)
As a result, one of the iterations of the merge loop (lines 9-12) inserts to Vj`+1 a set Xt s.t.
2t−1 ≤ cXt < 2t .

(3.23)

Combining (3.21), (3.22) and (3.23), we have cXt < 2 ·cD∗ ≤ 2`+2 ·cO`+1 . Furthermore, by
j
lines 10-11, Xt minimizes the miss ratio; and by the induction hypothesis, ρA∗ ≤ ρO2j
and
`
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ρB ∗ ≤ ρO2j+1
. We conclude that ρXt ≤ ρD∗ = ρA∗ · ρB ∗ ≤ ρO2j
= ρO`+1 .
`
` · ρO `
2j+1
j

We are now in a position to upper-bound the approximation ratio and run-time of PGM.

Theorem 23. PGM is a 2 · log(β)-approximation algorithm, running in time O n2x + log3 (β) .
Proof. Approximation ratio. Consider an optimal solution O* . Recall that in every iteration –
and, in particular, in the last iteration – PGM considers using the empty set. Hence, φ(D̃) ≤
β
φ(∅) = β. Therefore, if cO* ≥ 2·log
, the claim is true.
β
β
If cO* < 2·log β , then by Lemma 22 there exists a set X ∈ V0log r s.t. cX ≤ 2log r+1 ·cOlog r =
0
2 · log β · cOlog r . Using Eq. 3.18, we obtain
0

cX ≤ 2 log β · cO* .

(3.24)

ρX ≤ ρO* .

(3.25)

Furthermore, by Lemma 22

Combining Equations 3.24 and 3.25 and recalling that D̃ minimizes φ over V0log r , we obtain
φ(D̃) ≤ φ(X) ≤ 2 log β · φ(O* ).
Run time. Lines 1-5 require only a single sort of the nx data stores with positive indications,
which takes O(nx log nx ) time.
0
When ` = 1, the worst-case run time of lines 7-13 occurs when there exists j s.t. |N2j
| = O(nx )
0
and |N2j+1 | = O(nx ), in which case considering all the nodes of the full bipartite graph between
0
0
N2j
and N2j+1
requires O(n2x ) steps.
For each ` = 2, 3, . . . , log(r), PGM inserts to Vj` only at most one node for every t = 1, 2, . . . , r.
Therefore when ` > 1, each iteration of the merge block (lines 9-12) requires merging a full
bipartite graph where the number of nodes in each side is at most O(r). Hence, at each iteration
of the merge block PGM considers O(r2 ) pairs. As the merge tree contains O(r) nodes (recall
Fig. 3.3a), PGM performs O(r) such merge operations. Thus, the time required to run lines 6-14
when ` > 1 is O(r3 ).
Summing the complexity expressions above, the total time complexity is O(n2x + r3 ).
Table 3.5.4 compares the approximation guarantees and the run-times of our algorithms.
For DSPP we use a recent (1 + β)-approximation for the Knapsack problem, whose running time
is near O (nx + −2.4 ) [67].4 Our algorithms suggest various trade-offs between run-time and
approximation guarantees. Furthermore, in the general case our algorithms are not comparable
to each other in terms of both run-time and approximation ratio, and the choice of an algorithm
is dependent upon the relations between the parameters β, nx and cj j in a concrete system.
4


The exact running time of this Knapsack FPTAS is: O nx log
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1


+


1 2.4


√

Ω
log(1/)

/2

Alg
DSPP
DSKnap
DSPot
PGM

Approx.
  
O β 1+
√ 
O β

Run time

Based on

O ((nx + −2.4 ) · M )

Knapsack fully-polynomial time approximation scheme

O (n2x log nx )

Knapsack 2-approximation

maxj {Cj }

O (nx log nx )

O(log(β))

O

n2x

3

+ log (β)

Potential function


Divide & conquer

Table 3.2: Approximation guarantees and run-time of proposed algorithms

3.6

Simulation Study

This section uses a real access trace and a real content distribution network topology to provide
insights into the performance of various access strategies in versatile settings.

3.6.1

System Topology and Costs

We use the topology of the OVH [68] content distribution network. The OVH network [68]
includes 19 Points of Presence (PoPs) in Europe and North America along with the available
bandwidth between PoPs. We interpret each PoP as containing both a data store and a colocated client. Queries are generated at clients and each such query triggers an access to a
subset of the data stores according to the prescribed policy.
We assume that clients use the shortest hop-count path between their location and the data
store they access. Ties are broken by picking the path with maximal bottleneck link bandwidth.
The cost for a client located at node i to access a data store at node j is:
ci,j = d1 + α · dist(i, j) + (1 − α) ·

T
e,
BW(i, j)

(3.26)

where (i) dist(i, j) is the hop-count between node i and node j, where dist(i, i) = 0, (ii) BW(i, j)
is the maximum bottleneck bandwidth of a minimum length path from node i to node j, where
BW(i, i) = ∞, (iii) T is a design parameter satisfying T ≥ maxi,j BW(i, j), that relates the
increased cost of having a smaller bandwidth with the increased cost due to having a higher
hop-count. Last, (iv) α is a design parameter that helps balance the effects of hop-count distance
and bottleneck bandwidth on the cost. In particular, for α = 1 the cost is fully dominated
by the hop-count distance and for α = 0 it is fully dominated by the bottleneck bandwidth,
regularized by the parameter T . Unless stated otherwise, throughout our simulations we set
T = maxi6=j BW(i, j). Specifically, T = 500 for the OVH network.
Figure 3.4 presents the histogram of the default access cost used in our evaluation between
all pairs of clients and data stores in the OVH network.
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Figure 3.4: Histogram of ci,j values for the OVH network, based on Eq. 3.26, using α = 0.5 and
T = 500.

3.6.2

Data Store Characteristics

Data stores are initially empty, and each can contain a maximum of S data elements. Once an
item is added to a full data store, it evicts an item according to the Least Recently Used (LRU)
policy. The indicators are implemented using Counting Bloom Filters [64], each consisting of
B(S) 8-bit counters and 5 hash functions, where B(S) is chosen as the number of counters
required to obtain a target false positive ratio of 0.02 [55]. For example, in most of our
simulations, we set S = 1000, which implies B(S) = 8181. We assume that up-to-date indicators
are available at all time as can be efficiently realized by compressed Bloom filters [62], or by
only transmitting the changes as in [14].
Each data store estimates its own misindication ratio by evaluating an exponential moving
average over epochs of R requests made to the data store. Formally, let mj (s, t) denote the
number of misses occurring at data store j during the requests s + 1, . . . , t made to data store j 5 .
m (0,t)
For any t ≤ R we let the estimated misindication ratio after handling request t be ρj (t) = j t .
For t > R, we let ρj (t) be the most recent estimate over epochs of R requests, ρj (bt/Rc · R),
where for every non-negative integer k this estimate is updated after handling request (k + 1)R
such that ρj ((k + 1)R) = δ · mj (kR, (k + 1)R)/R + (1 − δ) · ρj (kR). In our simulations, we take
δ = 0.1 and R = 100, as we found this configuration to yield a stable ρ at each data store and
to work well in practice.
We consider a system-wide request distribution policy where an item can only be placed in k
data stores that are chosen by a hash function based on the requests’ content. Such a policy is
inspired by ideas such as replication and partitioning to increase the hit ratio [69]. We increased
k up to 5, which make 26% of the 19 datastores in the system.
5

Recall that we only access a data store if it has provided a positive indication.
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β

102

103

104

Policy
CPI
EPI
DSKnap
DSPot
PGM
CPI
EPI
DSKnap
DSPot
PGM
CPI
EPI
DSKnap
DSPot
PGM

1 location
AC
TC
0.16 1.20
0.23 1.09
0.19 1.10
0.20 1.11
0.19 1.10
0.02 1.22
0.03 1.01
0.03 1.01
0.03 1.01
0.03 1.01
0.00 1.22
0.00 1.00
0.00 1.00
0.00 1.00
0.00 1.00

3 locations
AC
TC
0.10 1.11
0.43 1.39
0.16 1.10
0.18 1.13
0.16 1.11
0.01 1.10
0.05 1.05
0.03 1.04
0.04 1.04
0.03 1.04
0.00 1.10
0.00 1.02
0.00 1.02
0.00 1.02
0.00 1.02

5 locations
AC
TC
0.08 1.08
0.49 1.55
0.13 1.09
0.20 1.16
0.14 1.09
0.01 1.07
0.07 1.08
0.02 1.03
0.03 1.04
0.03 1.03
0.00 1.07
0.01 1.02
0.00 1.02
0.00 1.02
0.00 1.02

Table 3.3: OVH network simulation. Results present for every scenario and every policy the
Access Cost (AC) and Total Cost (TC). The values are normalized by the TC of the Perfect
Indicators policy.

3.6.3

Traffic Trace, Metrics, and Simulated Scenarios

We used a publicly available Wikipedia trace [5] consisting of 357K read requests to Wikipedia
pages during a 5 minute period6 . Each request in this trace is assigned to a random client issuing
the request, and requests appear according to their order in the trace. For handling the requests,
we consider the following access policies applied by the clients for choosing the set of data stores
to access: (i) CPI, (ii) EPI, (iii) DSKnap , (iv) DSPot , and (v) PGM. The evaluation factors the
total cost, where all clients are running the same algorithms. We also considered the benchmark
performance provided by using perfect indicators (PI). This benchmark is used to normalize the
costs of the various policies considered. We measure the total cost (TC) incurred by each access
strategy for serving the entire trace. We normalize the TC of each access strategy by the TC of
the perfect indicator PI. This normalization is aimed to compare the performance in various
settings, while alleviating some of the exogenous effects specific to the scenario being evaluated.

3.6.4

Heterogeneous Case (OVH network)

In our first experiment, we compare the performance of various access strategies when varying
the number of locations per item k and the miss penalty β. For each configuration, we measure
6

The trace includes requests made on Sep. 22, 2007, from 06:12 to 06:17

71

Policy
CPI
EPI
DSKnap
DSPot
PGM

1 location,
0.01 0.02
1.11 1.20
1.04 1.09
1.06 1.10
1.06 1.11
1.06 1.10

varying FP
0.03 0.04
1.29 1.35
1.13 1.17
1.14 1.18
1.16 1.21
1.14 1.18

5 locations, varying FP
0.01 0.02 0.03
0.04
1.04 1.08 1.12
1.15
1.51 1.55 1.60
1.64
1.05 1.09 1.12
1.14
1.12 1.16 1.19
1.23
1.06 1.09 1.12
1.15

Table 3.4: OVH network simulation with varying false positive (FP) ratios. The miss penalty is
set to β = 100.
the normalized total cost (TC). Recall that the total cost (TC) is the sum of the access cost
and the miss cost. Hence, for obtaining better insight of the dominant source for the cost of
an access strategy, we show for each access strategy also its access cost (AC). We normalize
both the AC and the TC of each access strategy by the TC of the perfect indicator PI. The
outcome of this evaluation is provided in Table 3.3, where we present the PI normalized results
for various β and k values.
The results show that that CPI has the minimal AC in all scenarios, as could be expected
by its definition. The AC obtained by CPI decreases when k is increased, because when an
item is found in multiple datastores, CPI is more likely to pick from them a datastore with low
access cost. However, CPI is highly sensitive to false positives, which are translated to high TC.
This effect is more prominent when k is low, implying that there exist only a few true positive
indications.
EPI, on the other hand, is very effective for k = 1 but becomes less attractive as we increase
k, due to the fact it ends up accessing too many data stores, which is captured by increasing
AC. This effect is mitigated when β is high, because a high miss penalty implies that one should
better access multiple datastores in aim to minimize the probability of a miss, even at the cost
of some unnecessary accesses.
Our three proposed algorithm – DSPot , DSKnap and PGM – outperform the two heuristics
(CPI and EPI) in all configurations, with the only of exception of β = 100 and k = 1, where
CPI obtains slightly lower cost. Focusing on our three algorithms, DSPot does slightly worse
than DSKnap and PGM, which can be explained by the higher AC of DSPot . Intuitively, DSPot
optimizes for reducing the miss cost, even at the cost of a slightly higher access cost. DSKnap and
PGM are the best strategies in almost all scenarios, but most importantly, they are never bad
strategies. Thus, even when they underperform compared to some other strategy, the difference
is marginal.
Our next experiment explores the effect of the False Positive (FP) ratio on the performance
of different access strategies. As our previous experiment implied that CPI, and EPI does best
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when k = 5, and k = 1, we focus hereafter on these two values of k. The results are shown
in Table 3.4. The results show that CPI and EPI are highly sensitive to the FP ratio. For
instance, when k = 1 and F P = 0.04, CPI incurs an excessive cost of 35% above OPT. When
k = 5 and F P = 0.04, CPI incurs an excessive cost of 64% above OPT. In contrast, all our
proposed algorithms – DSKnap , DSPot and PGM – show only a mild increase in the cost when
incrementing FP. In particular, DSKnap and PGM obtain again minimal, or close to minimal,
costs across the board.
CPI

DSKnap , DSPot , PGM

EPI

Normalized Cost

1.25
1.2
1.15
1.1
1.05
1
200

550

900

1,250

1,600

Data Store Size
(a) 1 location

CPI

DSKnap , DSPot , PGM

EPI

Normalized Cost

1.25
1.2
1.15
1.1
1.05
1
200

550

900

1,250

1,600

Data Store Size
(b) 5 locations

Figure 3.5: Homogeneous network with varying data store size. The miss penalty is set to
β = 100, and the target false positive ratio is 0.02.
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3.6.5

Homogeneous Case: Varying Data Store Size

Our next experiment considers homogeneous settings, where the access costs of all 19 datastores
in fixed 1. We aim at studying the effect of the datastore size in these settings. Figure 3.5 shows
the results for k = 1 and k = 5 locations per item, where we vary the size of each datastore
from 200 up to 1600. In these homogeneous cost settings, all our algorithms – namely, DSPot ,
DSKnap and PGM – are equivalent to the scheme which minimizes the expected overall cost,
FPO. Furthermore, their performance is always very close to the one achieved with perfect
indicators. In contrast to our previous experiments, CPI does not do very well even with k = 5
locations per item. The reason is that in such homogeneous settings, when there exist multiple
positive indications none of them is “cheapest”. As a result, CPI merely randomly selects a
single datastore – that is, CPI always accesses a datastore which neither minimizes the miss
ratio, nor minimizes the access cost. The results of the homogeneous case show again that the
existing heuristics are too simplistic to fit all system configurations, thus motivating the need
for our algorithms.

3.7

Discussion

Our work closes an important knowledge gap concerning indicator based caching in network
systems. Namely, it answers the fundamental question of providing a stable access strategy that
achieves near-optimal results in a wide variety of scenarios.
Our work starts by showing that the access strategy problem was roughly ignored until now
and that the existing solutions are only attractive for some system parameters. That is, their
effectiveness is determined by uncontrolled variables that may change throughout the system’s
life, and may not be known in advance. In contrast, the algorithms suggested in this work
provide provable approximation ratios to the optimal solution and are shown to be near-optimal
in a variety of system settings.
As future work, we aim at studying the trade-off between the bandwidth used by indicators
and the miss cost incurred by their false indications.
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Chapter 4
Virtual Machine Placement in Virtual
Network Functions
4.1

Problem Overview

The Network Function Virtualization (NFV) paradigm deploys virtual machines for running
network functions such as firewalls, deep packet inspection, load balancing and monitoring.
NFV enables online deployment of network services and scaling of such services according to the
current workload requirements, without relying of concrete physical middleboxes [23, 24]. These
features should presumably improve the overall system performance in various perspectives,
including throughput and latency. Unfortunately, these improvements are not manifested in
large clouds, as we see and discuss in the sequel.
To understand why these benefits do not scale to large cloud environments, it is instructive to
consider the process of VM deployment in the cloud. Once the user issues a request to allocate
a new Virtual Machine (VM), a resource management algorithm, commonly referred to as a
scheduler, selects a host on which to accommodate the VM which is then deployed on the chosen
host. While the deployment time of optimized VMs or containers (e.g., using Kubernetes [70])
can be performed within tens of milliseconds [71], selecting a host on which to place the VM
may require hundreds of milliseconds in large clouds [72, 73, 74]. It follows that the potential
performance boost of using NFV remains largely unfulfilled in large clouds due to bottlenecks in
scheduling deployment requests.
The main reason that deciding on which host to place the VM takes so long is that most current
resource management algorithms [75, 76, 77, 78, 79, 80, 81, 82] require complete information
about the availability of resources on the system’s hosts. In a large cloud, gathering the
current state from hundreds and sometimes thousands of hosts translates to high communication
overhead, resulting in a performance bottleneck [72, 74, 73].
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Intuitively, one could address this handicap by running multiple schedulers in parallel.
However, such an approach may translate to having such multiple schedulers try and place
requests simultaneously on the same host, leading to race scenarios [83, 84, 85]. In such cases,
not all deployments will be successful, and some of the requests placed on the same host may
be rejected, or declined. However, a provider is typically required to satisfy a Service Level
Agreement (SLA) which bounds the the ratio between the number of requests that are declined
and the total number of requests (the decline ratio [86]).
An efficient placement algorithm should therefore strive to increase parallelism, while
maintaining a low communication overhead and bounded decline ratio. However, to the best of
our knowledge, no previous work has studied the interplay between parallelism and decline ratio
in VM placement.

4.1.1

Related Work

This section provides background on the way scheduling works in the OpenStack platform, and
discusses related work addressing various aspects of VM placement.
OpenStack: OpenStack is a popular and widely used open source cloud management platform [87, 88] that manages compute, storage and network resources. It is composed of an
ensemble of sub-projects, where scheduling is implemented within the Nova project [89]. Upon
receiving a user request, Nova selects a host for it, and places a VM on the selected host. The
default scheduler is called a Filter Scheduler [90], which goes through the following sequence of
stages upon the arrival of each request: (i) the State stage, where the scheduler gathers the state
of the available resources in each host, followed by (ii) the Filter stage, where the scheduler goes
over all the hosts reports and filters out the hosts that cannot satisfy the request, and finally
(iii) the Weight stage, where the scheduler selects one of the hosts that can satisfy the request,
according to some weight function applied on the hosts’ states.
Placement algorithms: There is a large body of work that deals with placement of user
requests in cloud environments [79, 75, 76, 91, 80, 92, 82, 81, 93, 94]. Most works vary from one
another by the nature of the optimized performance metric. Examples of such metrics include
minimizing the number of utilized hosts to save power [76], minimizing migration overheads [76],
improving fault tolerance [79], minimizing NFV switching overheads [77, 78], optimizing host
utilization [80, 95], and studying the impact of network bandwidth on VM placement [92, 82, 81].
Communication overhead: All the above algorithms implicitly assume full and up-to-date
information about the available resources in all hosts, which coincides with the approach of
OpenStack’s Filter scheduler, which queries all the hosts before considering any specific placement
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concerns. However, attaining such a complete state information incurs high communication
overhead, resulting in performance bottlenecks [72, 73]. The recently introduced Adaptive
Scheduler Cache [74] aims at decreasing the communication overhead by using a cached system
state. Their method is shown to improve OpenStack’s throughput, but they do not provide any
guarantees on the system’s performance, or on the decline ratio of scheduling decisions. Their
proposed approach is essentially orthogonal to those of applying randomness and parallelism
(see below), and thus can be deployed alongside with our method.
Parallelism: OpenStack traditionally used a single scheduler, but the community is exploring
ways to increase performance, and parallelism is suggested as a straightforward technique.
However, simply running multiple identical independent schedulers may translate to numerous
collisions between several schedulers simultaneously trying to place requests on the same host,
which results in race conditions [85, 84] and high decline ratio. The Omega scheduler [83]
mitigates this problem using shared state information and atomic updates. However, in contrast
to our work, Omega requires complex synchronization mechanisms and high communication
overhead and does not provide provable guarantees on the decline ratio.
Randomness: A large body of work has considered random approaches to balanced allocations [96, 97, 98]. These works focused on decreasing communication overhead while keeping
provable strong guarantees on the maximal load in the system. These approaches essentially
allow a scheduler to sample the state of but a few of the hosts, picked u.a.r., and place a request
on one of the sampled hosts. Additional works [84, 99] proposed practical implementations of
this approach in cloud network environments. However, all these works address a problem that
is inherently different from the one studied in our work, which is prevalent in NFV environments.
While these works assume an (infinite) buffer for pending requests in each host, requests for
VNF deployment can be either accepted or declined and the goal is to have the VNF operational
as soon as possible. Thus, queuing these for later deployment makes little sense.
In addition, [96, 97, 98, 84, 99] select the “best” host to place the request on, among the
sampled hosts, using deterministic criteria. Consequently, multiple schedulers sampling the
same (best) host are still likely to conflict, making it very hard to provide guarantees on the
decline ratio. In contrast, our schedulers select a host u.a.r. among all the available hosts it
finds. Such randomness allows for a provable low decline ratio. It should be noted that for the
purpose of using randomness to improve performance, the OpenStack community introduced
the parameter scheduler_host_subset_size [85] (denoted `), which works as follows. After
ranking the available hosts in the weight stage, the scheduler randomly assigns the request to
one of the ` top ranking hosts. However, as the impact of this parameter on the performance and
the decline ratio hasn’t been analyzed, its value is currently determined using crude estimations
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and rules of thumb. Our work provides insight as to how one should optimize the choice of
`. Specifically, we show that the fully random scheme, where ` equals the number of hosts n,
minimizes the decline ratio. In Section 4.2, we show that the common approach of setting ` to
be some small constant still results in poor performance.

4.1.2

System Model

We now describe our system model. For ease of reference, the notation used in this chapter
is summarized in Table 4.1. We consider a set H of n hosts where each host has some multidimensional capacity corresponding to several types of resources, e.g., memory, CPU, or disk
space. Formally, we model each ~h ∈ H as a vector whose coordinates correspond to the currently
available amount of resources of each type. We refer to this vector as the state of the host. We
further consider a set R of requests, each modeled as a vector of demand for each resource. We
assume each request ~r ∈ R has its vector drawn from some finite set of flavors, C = {~c1 , . . . , ~cm }.
A host ~h is considered available for request ~r if it has enough resources of each type, i.e., if
~h > ~r, coordinate-wise.
We assume time is slotted, such that in every time slot some requests arrive at the system,
and are queued, pending assignment to hosts. We denote by s the number of parallel schedulers
that may perform scheduling decisions simultaneously in any single time slot. In each time slot
t, given a queue consisting of some q requests pending at t, each of the first s requests in the
queue is matched to a distinct scheduler, which should proceed in assigning its matched request
to one of the hosts. Each such scheduler may query some subset of hosts for their state, after
which it assigns its pending request to one of the available hosts, out of the set of hosts it has
queried. We note that when s > 1, multiple schedulers may concurrently assign their pending
requests to the same host.
Any host ~h ∈ H resolves concurrent requests being assigned to ~h at the same time slot in
some arbitrary order. The resolution of request ~r being assigned by some scheduler to host
~h fails if the host is no longer available when it resolves ~r, and is successful otherwise. The
host updates its available capacity upon a successful resolution by setting ~h = ~h − ~r. Requests
live for some time, and the host regains the resources used by completed requests. If request ~r
placed on host ~h is completed we update the resource state of the host by setting ~h = ~h + ~r.
The above model implies that a request fails if either (i) the scheduler does not find an available
host, or (ii) the chosen host is no longer available once it resolves the request.
(t)
In every time slot t, and for every request flavor ~c ∈ C, we let k~c denote the number of
hosts in H that are available for a request of flavor ~c at time t. We further let k (t) denote an
estimate of the number of hosts that may accommodate any request that may arrive at time t.
(t)
We note that k (t) may be a pessimistic estimate (e.g., by setting k (t) = min~c k~c ), or it may
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incorporate some information about the workload distribution, or otherwise the system state.
We will usually be omitting the superscript of (t), and refer to k~c, and k, when the time slot in
question is clear from the context.
The decline ratio is the ratio between the number of failed requests and the total number
of requests handled by the system. We will use δ to denote the expected decline ratio of the
system (for some set of requests R). Since we are handling requests independently, δ denotes
the probability of having a declined request. We assume the system is subject to a Service Level
Agreement (SLA) which limits the decline ratio to be at most ε, for some ε ∈ [0, 1]. We further
assume we are given some budget B such that the maximal number of queried hosts in every
time slot is at most B. In every time slot t, we denote by d the number of hosts queried by any
scheduler with a pending request at t. A valid configuration of schedulers determines s and d,
such that s · d ≤ B, and the probability of a failed request is at most ε.
Our goal is to find a valid configuration that maximizes the number of parallel schedulers
(s). We refer to this problem as the Constrained Maximum Parallelism (CMP) Problem.
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Table 4.1: List of symbols used in this chapter. The rightmost colon details the section
where the symbol is used. A blank entry means that the symbol is used throughout the
chapter.
Symbol

Meaning

H

Set of hosts

n
~h

Number of hosts (bins)

R

Set of requests

~r

Request in R (resources demand vector)

C

Set of requests flavors

~c

Flavor in C of a request

s

Number of schedulers (agents)

δ

Actual decline ratio (ratio of failed requests)

ε

Maximum allowed decline ratio by the SLA

B

Budget for overall number of queries

d

Number of hosts queried by each scheduler

k~c

Number of available hosts for flavor ~c

k

Number of available hosts for any request

Fs

Number of potentially-happy agents

4.3

Hs

Number of happy agents

4.3

σ

See Eq. 4.4

4.3

Bin(a, b, c)

See Eq. 4.6

4.3

Qi

Set of bins which agent i finds available

4.3

qi

Number of bins which agent i finds available: qi = |Qi |

4.3

Poisson arrival rate

4.6

Poisson departure rate

4.6

λa
λd

4.1.3

Section

Host in H (resources availability vector)

Our Contribution

We study the problem of virtual machine placement in virtual network functions. We do so by
exploring the interplay between throughput, decline ratio, and communication overhead. We
focus our attention on large clouds, where maintaining an always-fresh full system’s state in
impractical, resulting in a highly uncertain environment.
In Section 4.2 we study the impact of parallelism on the decline ratio of various popular
placement algorithms. We show that parallelism may drastically increase the decline ratio,
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where we attribute this increase to the determinism of most algorithms. Interestingly, we find
that randomly placing VMs in suitable hosts allows for a large degree of parallelism without
a significant impact on the decline ratio. Our study further shows that the desired level of
parallelism depends on the system’s utilization. In general, low-utilization environments allow
for more schedulers than high-utilization ones.
In Section 4.3 we take advantage of these observations to introduce our proposed algorithm,
APSR, which dynamically adjusts the number of parallel schedulers according to the system’s
utilization, and incorporates randomness into its decision making. APSR guarantees that
the expected decline ratio is always within a predefined requirement. Furthermore, APSR is
inherently optimized to query but a small number of hosts, thus reducing the communication
overheads. In Section 4.4 we formally analyze the performance of APSR and provide guarantees
as to its communication overhead, and expected decline ratio in satisfying requests. In Section 4.5
we describe a practical implementation of APSR.
In Section 4.6 we evaluate the performance of APSR for three real-life datasets and show
that it enables a high degree of parallelism (e.g., effectively running 20-100 schedulers) in a
variety of realistic scenarios. We further show that APSR reduces the communication overhead
by over 85% compared to state of the art algorithms.
Finally, we conclude in Section 4.7 with a discussion of our results, and several interesting
open questions.

4.2

The Impact of Parallelism on Existing Placement Algorithms

We begin by evaluating the effect of parallel schedulers on the decline ratio of existing placement
algorithms.

4.2.1

Evaluated Algorithms

We briefly introduce some common placement algorithms and provide a brief description of their
operation (see, e.g., [100] for further details).
The WorstFit (WF) algorithm, which serves as OpenStack’s default placement algorithm [90].
This algorithm places requests on one of the least loaded hosts, in order to maximize the
remaining amount of resources on the hosts. For the multidimensional settings, we implement a
pessimistic variant of WF where we consider the load of a host to be the maximum load over all
the possible resources.
The FirstFit (FF) [101] algorithm, which assigns a request to the first host that has sufficient
resources to accommodate the request (assuming some arbitrary fixed ordering of the hosts). This
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memory

0.001
0.016
0.032
0.064
0.19
Total

0.01
14
7
83
1
0
105

0.04
22
93
165
1
2
283

storage
0.1 0.3
14
3
0
2
0
14
1
0
0
0
15 19

0.54
13
0
0
0
2
15

Total
66
102
262
3
4
437

Table 4.2: Normalized breakdown of requests for VM images by memory and storage, obtained
from the NFV dataset.
approach aims at minimizing the number of utilized hosts, thus reducing energy consumption.
The Adaptive algorithm [80] combines WF and FF as follows: It begins by distributing the
load evenly on all hosts (like WF); once the load passes a threshold, the algorithm switches
to an FF regime. Throughout our evaluation, we used 0.6 as the threshold for the Adaptive
algorithm.
The algorithm DistFromDiag [80] attempts to balance the resource consumption in the host
according to its proportions. For example, if a host has 100GB disk and 10GB RAM, it aspires
for a 10:1 ratio between available disk and RAM.
We also consider two algorithms that incorporate randomization into WF and FF. These
variants, referred to as WorstFit-Rand (WFR) and FirstFit-Rand (FFR), respectively, weigh
the hosts based on the WF and FF strategies, but instead of selecting the top-ranking host,
they randomly select a host from the ` top-ranking available hosts (in the spirit of the option
available in OpenStack, as described in Section 4.1.1). In our evaluation of WFR and FFR we
set ` = 5.
Finally, we evaluate the Random algorithm, which selects an available host uniformly at
random among the available hosts (i.e., hosts that pass the filter stage and have sufficient
resources to accommodate the request).

4.2.2

Datasets

We use three datasets that capture requests made in real systems. We evaluate each workload
in a cloud environment that has sufficiently many hosts so as to accommodate all the requests
(see Section 4.2.3 for details of how to choose the number of hosts).
The NFV Dataset was collected from a proprietary large NFV management and orchestration
(MANO) system [74]1 . In this scenario all hosts are identical and the placement requests are for
VMs of preset sizes (flavors). Hosts and placement requests are two dimensional tuples of the
form hmemory, storagei. The host size and requests are normalized such that each host has a
1

Although it is not publicly available, the authors of [74] cordially agreed to provide us with the dataset.
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memory

0.125
0.25
0.5
0.75
1.0
Total

0.25
0
123
0
0
0
123

CP U
0.5
1.0
60
0
3,835
0
6,672
3
992
0
4
788
11,563 791

Total
60
3,958
6,675
992
792
12,477

Table 4.3: Breakdown of the number of placement request sizes by CPU and memory, obtained
from the Google dataset.
CP U
memory

0.035
0.008

0.07
0.016

0.083
0.031

0.1
0.008

Small
0.142
0.031

0.167
0.063

0.2
0.016

0.333
0.125

0.354
0.062

0.4
0.031

0.5
0.125

Large
0.5
0.8
0.5 0.063

0.833
0.25

1
0.25

Table 4.4: Breakdown of placement request flavors of hCP U, memoryi obtained from the Amazon
EC2 dataset. Flavors are sorted by CP U .
capacity of h1, 1i and each VM requires a certain fraction of this capacity. Table 4.2 shows the
distribution of flavors for this dataset.
The Google Dataset was recorded in one of Google’s clusters [102]. It holds data from
12,477 virtual machines that are characterized by tuples of hCP U, memoryi. As summarized
by [103], the normalized CPU values vary between 0.25, 0.5, and 1, while the memory values can
be grouped around five levels: 0.125, 0.25, 0.5, 0.75, and 1. The hosts capacities are either h1, 2i
or h2, 1i in equal proportions [80]. Table 4.3 provides the breakdown of flavors for this dataset.
The Amazon Dataset is based on data from Amazon EC2 hosts and VM flavors [100, 80].
Table 4.4 depicts the flavors of the normalized hCP U, memoryi in this dataset, where each
column represents one possible flavor of requests. We partition requests flavors into two types:
small flavors, which have a CPU requirement below 0.4, and large flavors, which consist of all
remaining flavors. We generate a sequence of 1000 small requests and 100 large ones (i.e., a
total of 1100 requests), where for each request of one of these types we pick its specific flavor
uniformly at random from the various flavors of the type. In evaluating the performance for this
dataset we consider hosts with capacities of either h1, 2i or h2, 1i in equal proportions (similarly
to the host setup used in the Google dataset).

4.2.3

Experiments

Our goal in this section is to understand the effect of running multiple parallel schedulers with
existing algorithms.
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FirstFit
FirstFitRand

DistFromDiag
WorstFitRand

20%

Adaptive
Random

WorstFit
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12%
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1
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5
Number of Concurrent Schedulers
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100%
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Google

80%
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40%
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0%
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2

Amazon

30%
20%
10%
0%

Figure 4.1: Decline ratios for different placement algorithms and varying number of parallel
schedulers on the NFV, Google and Amazon datasets. Note that the decline ratio (y-axis) ranges
corresponding to the various datasets are distinct.
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The number of hosts is selected so that it is possible to place all requests at once (by some
algorithm). Since evaluating the required number of hosts to accommodate all the requests in a
given trace is equivalent to the multi-dimensional bin packing problem which is NP-hard [104],
we use the approximation suggested in [80]. Briefly, this approximation runs the trace for each
algorithm multiple times, each time with a randomly-generated order of requests. Whenever the
placement algorithm does not succeed in accommodating a request with the currently available
resources, the approximation opens a new host. The approximated value for the required number
of hosts is the minimum obtained over all algorithms and orders of requests.
In order to simulate large clouds, we replicated the NFV dataset to have 4730 requests with
279 hosts. The Amazon dataset is evaluated with 126 hosts, and the Google dataset with 5989
hosts.
Our results are illustrated in Fig. 4.1. Notice that when using a single scheduler there are
very few failures in all the policies. Yet, the decline ratio in Random remains low also for higher
levels of parallelism. This result is intuitive as randomly allocating requests to hosts minimizes
the probability of having many schedulers select the same host, concurrently. In contrast, the
FirstFit algorithm is the worst, as all the schedulers select the same host even if it is close
to being full. In other algorithms like WorstFit, once a host is near full it is less attractive,
and thus the schedulers distribute their placement decisions upon a larger number of hosts. In
general, notice that even when running only 10 schedulers we experience a noticeable increase
in the number of failed requests.
Also notice that OpenStack’s solution of introducing small randomization into traditional
algorithms improves the behavior, and yet statically setting it at ` = 5 is sufficient when we only
have two schedulers but insufficient when we have ten schedulers. Still, these results show that
the OpenStack community correctly identified the problems with parallelism and introduced an
effective workaround. However, the question of understanding the interplay between parallelism
and SLA compliance was left open.
Our work builds upon the insights drawn from the above results, and makes a claim that one
should use as much randomness as possible to maximize the parallelism in resource management.
In particular, our goal is to study the scaling laws of parallelism when combined with random
VM placement.

4.3

The Adaptive Partial State Random (APSR) Algorithm

This section presents an analysis our algorithm Adaptive Partial State Random (APSR).
Motivated by our observations from Section 4.2, APSR implements an efficient random
policy that dynamically adjusts the number of schedulers (s) according to the system’s perceived
utilization state as captured by the estimate k of available hosts. Whenever APSR uses parallel
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schedulers (s > 1) it is guaranteed to satisfy the SLA and budget constraints.
Each APSR scheduler does the following upon receiving a placement request: (i) queries d
hosts (for some value d), (ii) filters out hosts that cannot accommodate the request, (iii) randomly
selects an available host out of the remaining set of hosts, and (iv) sends the request to the
chosen host.
APSR relies on a centralized controller called the APSR Controller to periodically do the
following: (i) estimate the system’s utilization, captured by the estimate k of the number of
available hosts, (ii) determine the number s of parallel schedulers, and (iii) determine the number
d of hosts each scheduler queries per request. The controller determines the above parameters
to ensure the validity of the configuration.
Algorithm 9 illustrates the APSR controller algorithm. The procedure GenerateSchedulers(s, d)
adjusts the number of schedulers to s and sets the number of hosts d queried by each scheduler.
The method EstimateK provides an estimate of the number of hosts k that can accommodate
a request. We note that we do not specify the arguments for this method, since it can be
implemented in a variety of ways (see details for several such approaches in Section 4.5). Finally,
the heart of the controller lays in the procedure MaximizeParallelism that takes into account
the system state and the SLA constraints, and calculates the number of schedulers s and the
number of hosts d to be queried by each scheduler.
Algorithm 9 APSR Controller (n, ε, B, T )
1: s ← 1, k ← n
2: GenerateSchedulers (1, B)
3: for every time slot t = T, 2T, 3T, . . . do
k ← EstimateK(. . .)
4:
(s, d) ← MaximizeParallelism(n, ε, B, k)
5:
GenerateSchedulers (s, d)
6:
7: end for
In what follows we shed light on the interplay between the number of schedulers and the
decline ratio and provide a detailed description of the MaximizeParallelism method. We begin
our analysis with a simplified balls-and-bins model, where we view hosts as bins, and requests as
balls. In this simplified model each bin has the capacity to store a single ball, and all balls are
of the same size. Each scheduler is viewed as an agent which may assign balls to bins. We show
sufficient conditions for guaranteeing the SLA requirement in this simplified model, where our
sufficient conditions provide a lower bound on the number of agents that may be employed to
perform assignments in parallel. We further show that the decline ratio in this simplified model
serves as an upper bound on the decline ratio in the original model. These results imply that
when APSR utilizes parallelism the decline ratio is at most ε, and the total number of queries
performed by all agents is at most B.
86

4.4

Analysis

In this section, our goal is to shed light on the interplay between the number of schedulers
and the decline ratio. While studying this interplay, we provide a detailed description of the
MaximizeParallelism method, and several variants of the EstimateK method, that are used in
Algorithm 9.
We begin our analysis with a simplified balls-and-bins model, where we view hosts as bins,
and requests as balls. In this simplified model each bin has the capacity to store a single ball,
and all balls are of the same size. Each scheduler is viewed as an agent which may assign balls
to bins. We show sufficient conditions for guaranteeing the SLA requirement in this simplified
model, where our sufficient conditions provide a lower bound on the number of agents that may
be employed to perform assignments in parallel. We further show that the decline ratio in this
simplified model serves as an upper bound on the decline ratio in the original model. We do this
while ensuring that the total number of queries performed by all agents is at most B. These
results imply that APSR always maintains a valid configuration.

4.4.1

Balls-and-bins Model

We employ s identical agents which try to place balls in available bins, and they all act in
parallel. Each agent makes d queries of random bins (with replacements) for their state and
possibly finds some of them available. If the agent does not find any available bins, the ball
assignment fails. Otherwise, the agent selects an available bin uniformly at random and places
its ball in the selected bin.
Agents are unaware of the decisions made by other agents which may cause multiple agents
to select the same available bin. In such a case, one of the agents succeeds, and the rest of them
fail. We use the term potentially-happy agent to refer to an agent that finds an available bin.
Similarly, the term happy agent refers to an agent that successfully places a ball in an available
bin. Finally, we use the term unhappy agent to refer to an agent that fails to place its ball. An
agent may become unhappy if she either (i) does not find an available bin, or (ii) finds at least
one available bin, but places her ball in a bin which is already occupied by another agent. In
the latter case, we say that the assignment failed due to collision.
We use the random variables Fs and Hs to denote the number of potentially-happy agents
and happy agents, respectively. We further use k to denote a lower bound on the number of
available bins in some time slot where agents contend for assigning balls into bins.
We view the SLA requirement of having a decline ratio of at most ε as a lower bound on the
probability that an arbitrary agent attempting to assign a ball to some bin is happy. Formally,
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this requirement translates to ensuring that:
E[Hs ]
≥ 1 − ε.
s

(4.1)

We also require that the total number of bins queried by our agents is no more than a prescribed
budget (B), which translates to requiring that:
s · d ≤ B.

(4.2)

Given n, k, ε and B, our goal is to find the largest number of agents s, and a value of bin
queries per agent (d) that satisfy both Equation 4.1, and Equation 4.2.
To guarantee that Equation 4.1 is satisfied, we strive to calculate the expected number of
happy agents E[Hs ]. Observe that E[Hs ] can be expressed by conditioning the number of happy
agents Hs on the number of potentially-happy agents Fs . I.e.,
E[Hs ] =

s 
X
f =1


Pr(Fs = f ) · E[Hs |Fs = f ] .

(4.3)

We now turn to evaluate the probability distribution of Fs , and then calculate the conditional
expectation E[Hs |Fs = f ].
To evaluate the distribution of the number of potentially-happy agents Fs , observe that an
d
agent fails to find an available bin with probability n−k
. Therefore the probability that an
n
agent is potentially-happy is:

d
n−k
σ =1−
.
(4.4)
n
One can interpret Fs as the result of s independent Bernoulli trials with success probability
σ. Therefore:
P r(Fs = f ) = Bin(f, s, σ),
(4.5)
where

 
s f
Bin(f, s, σ) ≡
σ (1 − σ)s−f .
f

(4.6)

For calculating E[Hs |Fs = f ], we examine the process of the potentially-happy agents placing
their balls from the point of view of the k free bins. For ease of presentation, we associate
each potentially-happy agents with a sequence number 1, . . . , f , and each available bin with a
sequence number 1, . . . , k.
The following proposition shows that the probability that an arbitrary potentially-happy
agent selects an arbitrary available bin is uniform for all potentially-happy agents 1, . . . , f and
for all available bins 1, . . . , k.
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Proposition 24. If agent i is potentially happy, then the probability that agent i places its ball
on available bin j is k1 .
Proof. Let i be an agent – not necessarily a potentially-happy agent. Denote by Qi the set
of bins which agent i queries and finds available. Let qi denote the random variable for the
number of bins which agent i finds available, namely, |Qi | = qi . Then Pr(qi = x) captures the
probability that agent i finds x distinct available bins in his overall d samples.
For each available bin `, we let B` denote a binary random variable which indicates whether
agent i samples bin `. Namely, B` = 1 iff ` ∈ Qi . Then we have
k
X
`=1

Pr (` ∈ Qi |qi = x) =
=

k
X
`=1
k
X
`=1

"
=E

Pr(B` = 1|qi = x)
E [B` |qi = x]
k
X
`=1

(4.7)
#

B` |qi = x

= E[qi |qi = x] = x.
Since agent i samples the bins i.i.d., we have for each `, `0 that Pr(` ∈ Qi |qi = x) = Pr(`0 ∈
Qi |qi = x). By Equation 4.7 it follows that for every ` = 1, . . . , k, Pr(` ∈ Qi |qi = x) = xk .
Hence, the probability that agent i selects available bin j is
Pr(j ∈ Qi ) =
=

k
X
x=1

Pr(qi = x) · Pr(j ∈ Qi |qi = x)

k
1X

k

x=1

(4.8)
x · Pr(qi = x)

If agent i samples available bin j, then she selects j w.p.
k

1
.
x

It follows that
k

1
1X
1X
x · Pr(qi = x) · =
Pr(qi = x)
Pr(i selects j) =
k x=1
x
k x=1

(4.9)

Observe that agent i is potentially happy iff she samples at least one available bin, that is, if
P
qi > 0. This happens w.p. kx=1 Pr(qi = x). Combining this observation with Equation 4.9, the
probability that agent i samples available bin j given that i is potentially-happy is k1 .
By Proposition 24, the probability that agent i does not place its ball in bin j is 1 − k1 = k−1
.
k
As the agents are mutually independent, the probability that none of the f potentially-happy
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f
agents places its ball in bin j is k−1
. The probability that at least one of the f potentiallyk
f
happy agent tries to place its ball in bin j is 1 − k−1
. From the point of view of bin j, this
k
process is equivalent to a Bernoulli trial, which succeeds iff at least one agent places its ball in
bin j. If the Bernoulli trial succeeds, bin j is exclusively associated with a single happy agent.
Applying the analysis above for each of the k free bins, we obtain that E[Hs |Fs = f ] is
equivalent to the expected number of successes in k independent Bernoulli trials, with probability
f
each. Hence,
of success 1 − k−1
k
"
E[Hs |Fs = f ] = k 1 −



k−1
k

f #
(4.10)

Combining Equation 4.3 with Equations 4.5 and 4.10, we obtain the following expression for
E[Hs ]
"
f #

s
X
k−1
E[Hs ] = k
1−
· Bin(f, s, σ)
(4.11)
k
f =1
Combining the SLA requirement (Equation 4.1) and Equation 4.11, we show how to guarantee
that the decline ratio is at most ε in the following corollary.
Corollary 25. If
k

s
X
f =1

"
1−



k−1
k

f #
· Bin(f, s, σ) ≥ s(1 − ε)

(4.12)

then the expected decline ratio with s agents, where each agent queries d bins, is at most ε.
Based on Corollary 25, we now describe the details of the MaximizeParallelism method,
which maximizes the parallelism while satisfying the SLA and budget constraints. The method
is detailed in Algorithm 10. After initializing the number of schedulers to s = 1, the algorithm
repeatedly increases the value of s (and adjusts the number of queries performed by each
scheduler to satisfy the budget constraint), as long as Equation 4.12 is satisfied. Specifically,
procedure SatisfySLA validates that Equation 4.12 is satisfied for the given configuration.
Algorithm 10 MaximizeParallelism (n, ε, B, k)
1: s ← 1
 B 
2: while SatisfySLA n, ε, k, s + 1, s+1
do
3:
s←s+1
4: end while
 
5: return s, Bs
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. initialization

4.4.2

SLA Guarantees with Availability Lower Bounds

We now show how to apply our results to the original model, assuming that the value k is
guaranteed to be a lower bound on the number of hosts that are available for any request. This
assumption effectively translates to an upper bound on the system’s utilization. We begin
by considering the case where k is the precise number of available bins for any request. The
following theorem shows that if we know k, then MaximizeParallelism indeed generates a valid
configuration.
Theorem 26. Assume k is the number of available hosts that may accommodate any request
flavor. If MaximizeParallelism(n, ε, B, k) = (s, d) and s > 1 then employing s schedulers, each
querying d hosts, guarantees an expected decline ratio of at most ε.
Proof. Let H~c denote the set of hosts with enough resources for accommodating a request of
flavor ~c. Using our notation, it follows that |H~c| = k~c. Let ~c∗ = arg min~c {k~c}.
Consider the following condensation process:
1. Make all the hosts in H~c∗ available for all flavors.
2. Make the rest of the hosts unavailable for any request.
3. Determine that once a scheduler allocates a request in a host, this host becomes unavailable
for any further requests (in this time slot).
We claim that condensing the system can only increase its decline ratio from the following
reasons: First, as for each ~c ∈ C we have k~c∗ ≤ k~c, steps 1 and 2 can only decrease the number
of hosts available for each flavor. This decrease reduces the expected number of available hosts
found by each scheduler. Second, steps 1 and 2 concentrate the available hosts of all flavors to
be exactly H~c∗ . This concentration may only increase the probability that multiple schedulers
will end up assigning their requests to the same host. Finally, a host may accommodate multiple
parallel requests providing it has enough resources while step 3 disallows it which implies a
potential increase in the decline ratio. That is, we showed that an algorithm that satisfies the
SLA on a condensed system also satisfies it on the original system.
We now note that the condensed system is equivalent to our balls-and-bins model. To see
this, observe that once the sets of available hosts for every request become identical (due to
steps 1 and 2), the requests themselves are also virtually identical, and thus become equivalent
to the identical balls in our balls-and-bins model. Furthermore, as every host can accommodate
only a single request (due to step 3), the hosts can be modeled as identical bins, where each
available bin can accommodate merely a single ball.
By Corollary 25, MaximizeParallelism satisfies the SLA requirement in the balls-and-bins
model, which is equivalent to guaranteeing SLA also in the condensed system. As the decline
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ratio in the condensed system serves as an upper bound on the decline ratio (ε) the result
follows.
We stress that the proof of Theorem 26 implicitly suggests that all the requests handled in a
time slot belonging to the flavor with the minimum amount of available hosts. Furthermore, it
suggests that no two requests can be placed in parallel on the same host. Therefore, we expect
better decline ratios in practice.
The following corollary shows that for providing performance guarantees it is sufficient to
know only a lower bound on the number of hosts available for every request flavor.
Corollary 27. The consequence of Theorem 26 holds whenever k is a lower bound on the
number of hosts available for every request flavor.
Proof. We have to show that increasing the number of hosts available for every request flavor,
while keeping the number schedulers s and the sample size d unchanged, can only decrease the
decline ratio. We do so by checking the effect of increasing the number of available bins k on
our balls-and-bins analysis. As we now vary k, we add to the notation of our random variables a
superscript indicating its value. That is, Fsk and Hsk denote the random variable for the number
of potentially-happy and happy agents, respectively, when there are k available bins. Recalling


 
the SLA requirement in Equation 4.1, it suffices to show that E Hsk+1 ≥ E Hsk .
Using our modified notation, we rewrite Equation 4.3 as
s
  X



E Hsk =
Pr Fsk = f · E Hsk |Fsk = f

(4.13)

f =1

We now handle separately each of the components in the product appearing in the right hand
side of Equation 4.13, namely (i) the probability distribution of the number potentially-happy
agents, and (ii) the expected number of happy agents, given that there are f potentially happy
agents.
Intuitively, the probability of having more than f potentially-happy agents is non-decreasing
in the number of free bins k. Indeed, combining Equations 4.4, 4.5 and 4.6 shows that


Pr Fsk+1 > f ≥ Pr Fsk > f .

(4.14)

To quantify the impact of the number of potentially-happy agents f on the expected number
of happy agents we let D(k, f ) denote the difference function




D(k, f ) = E Hsk |Fsk = f + 1 − E Hsk |Fsk = f .

(4.15)

D(k, f ) captures the contribution of adding one potentially-happy agent to the expected
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number of happy agents. As E[Hsk |Fsk = 0] = 0, we have D(k, 0) = E[Hsk |Fsk = 1]. We can
therefore rewrite Equation 4.13 as follows:
s
 k X


Pr(Fsk = f ) · E Hsk |Fsk = f
E Hs =
f =1

= Pr(Fsk = 1) · D(k, 0)+

Pr(Fsk = 2) · [D(k, 0) + D(k, 1)] +

(4.16)

···+

Pr(Fsk = s) · [D(k, 0) + D(k, 1) + · · · + D(k, s − 1)]
=

s−1
X

f =0

Pr(Fsk > f ) · D(k, f )



By combining Equations 4.14 and 4.16, it suffices to show that
D(k + 1, f ) > D(k, f )

(4.17)

For proving that Equation 4.17 is satisfied, we assign Equation 4.10 in the definition of D(∗)
in Equation 4.15, and obtain:
"

k−1
D(k, f ) = k
k

f
k−1
=
k

f


−

k−1
k

f +1 #
(4.18)

Hence,

D(k + 1, f ) − D(k, f ) =

k
k+1

f


−

k−1
k

f
≥0

(4.19)

where the last inequality is satisfied for every k > 0.

4.5

Practical Implementation of APSR

We now discuss practical aspects of implementing APSR. The main caveat in implementing
APSR such that the conditions in Theorem 26 are met revolves around the estimation of the
number of available hosts for any request flavor (k).
A straightforward option is to compute k explicitly, by running a centralized periodic
task, which gathers state from all hosts. We note that such a task may be executed by the
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APSR Controller (in line 4). When the task is performed in every time step (i.e., by setting
T = 1 in APSR), then the guarantees of Theorem 26 hold. However, this approach incurs the
communication overhead of querying all the hosts.2
Therefore we suggest an alternative approach, which does not incur any additional communication overhead. We observe that while the identities of the available concrete hosts for a
request of some flavor ~c are dynamic, the total number of these hosts is expected to change at
a slower rate, and the minimal number of available hosts (overall request flavors) is likely to
change slower still. Using this observation, we propose to estimate k by relying on the statistics
which the schedulers gather during their regular operation. We now describe our proposed
algorithm for estimating k, EstimateK(k), which is formally defined in Algorithm 11.
Algorithm 11 EstimateK (k)
1: for all ~
c∈C
Pdo
(i)
(tot)
n~c ← si=1 n~c
2:
P
(i)
(tot)
3:
k~c ← si=1 k~c
4: end for
 (tot) 
k
5: k̃ ← n · min~c∈C ~c(tot)

. for each flavor

n~c

6:

return α · k̃ + (1 − α) · k
(i)

(i)

Our algorithm assumes that each scheduler i maintains counters n~c and k~c , which keep
track of the overall number of hosts queried, and the total number of available hosts of flavor ~c,
respectively, when handling its requests. These counters are reset after each call to algorithm
EstimateK. The algorithm uses these counters to obtain an estimation of the overall number of
hosts queried, and the overall number of available hosts for each flavor. These values are then
used to obtain an estimate of the percentage of hosts that were available for each request flavor.
The normalized minimum of all flavors is chosen as the pessimistic estimate of k. The current
estimate is then averaged using exponential averaging with the previous estimate, to produce
an updated estimate of k, the number of hosts available for all request types. The intuition
underlying this estimation is the fact that schedulers operate independently, and each scheduler
queries a relatively small number of hosts in each time slot.
We note that our proposed algorithm for estimating the value of k does not require any
additional querying of hosts. In the following section, we demonstrate the effectiveness of this
estimation when incorporated within our APSR Algorithm.
2

Note that all the alternative placement algorithms considered in section 4.2 have each scheduler query all
the hosts in every time slot.
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4.6

Evaluation of the APSR Algorithm

This section positions APSR with respect to known placement algorithms, and evaluates the
interplay between parallelism, utilization, decline ratio, and throughput.

4.6.1

Trace-based Simulation

We model the arrival of requests using a Poisson process with parameter λa . Unless stated
otherwise, we set λa to 20, and ε (APSR’s target decline ratio) to 5%. We set APSR’s query
budget to be B = n. That is, the overall number of queries made by all of our parallel schedulers
is the same as the number of hosts queried by a single OpenStack scheduler.
We start with infinite lifetime requests as it is a common (though somewhat unrealistic)
benchmark for placement algorithms, as it demonstrates the relationship between utilization
and parallelism in a clean manner. We set APSR’s time interval for estimating the state of the
cloud to be T = 10, and also set α = 0.1 for the EstimateK method.
We use the workloads described in Section 4.2.2, and simulate large clouds with 30 replicas
of the NFV dataset, 7 replicas of the Amazon dataset, and 1 replica of the Google dataset
attaining a total of 13110, 7700 and 12477 requests, respectively. We determine the number of
hosts as the number of hosts needed for successfully placing all the requests at once (by some
offline algorithm), as described in Section 4.2.3; we use 837 hosts for NFV, 876 hosts for Amazon
and 5989 hosts for Google.
Comparing APSR to Known Algorithms. We now study the impact of parallelism on the
decline ratios in APSR and existing placement algorithms. We artificially cap the maximal
number of schedulers used by APSR to 100, as the request arrival rate in our experiments is
unlikely to exceed 100 in any given time slot. For the competing algorithms, we vary the (fixed)
number of schedulers.
Table 4.5 summarizes the results. The algorithms DistFromDiag and Adaptive are abbreviated
to Diag and Adapt. The average number of schedulers used by APSR is shown below its decline
ratios. First notice that APSR’s decline ratios are always within SLA (ε = 5%), and that APSR
uses at least 38 schedulers on average. Random and APSR yield the lowest decline ratio. The
two policies indeed implement Random placement, but APSR only queries a small subset of the
hosts, while each of the schedulers employed by Random queries all of them. This less accurate
view of the system state causes APSR’s decline ratio to sometimes be slightly higher than that
of Random (although always within the SLA).
Table 4.6 compares the throughput, decline ratios and the total number of queries of APSR
and Random. Note that APSR reduces the total number of queries by at least 85%. Increasing
APSR’s target decline ratio increases its parallelism which in turn increases the throughput. This
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Dataset

s

APSR

1
NFV

Google

Amazon

Rand

FirstFit

WorstFit

Diag

Adapt

0.3%

0.0%

0.3%

0.7%

0.3%

5

0.4%

0.4%

11.1%

4.0%

5.3%

2.2%

10

s̄ = 38

0.5%

23.3%

7.9%

7.7%

3.2%

20

0.7%

35.7%

11.8%

11.7%

12.8%

50

0.8%

39.0%

15.6%

16.1%

16.0%

1

2.3%

0.4%

8.7%

2.2%

8.7%

5

3.1%

2.4%

56.2%

42.0%

42.7%

42.0%

10

s̄ = 92.2

2.4%

77.8%

64.2%

62.8%

64.6%

20

2.4%

87.8%

79.5%

74.4%

79.5%

50

2.4%

88.9%

81.4%

75.2%

81.6%

1

0.5%

0.2%

0.4%

1.3%

0.2%

5

0.8%

0.6%

18.2%

6.5%

7.2%

6.3%

10

s̄ = 49.7

1.0%

33.6%

20.4%

15.5%

20.6%

20

1.2%

49.1%

61.1%

31.3%

61.7%

50

1.4%

52.8%

64.6%

36.6%

64.7%

Table 4.5: Decline ratios of APSR and other placement algorithms when varying the (fixed)
number of schedulers (s). APSR’s average number of schedulers (s̄) is listed below the decline
ratio.
highlights the tension between decline ratio and parallelism. The best attainable throughput is
20 as it is the average arrival rate. Indeed, APSR and Random with fixed 20 schedulers are very
close to the maximal throughput. Also recall that unlike Random, APSR may fail due to not
finding an available host in the queried hosts, thus its decline ratio is sometimes higher.
Under the Hood of APSR. Our next set of experiments studies the interplay between
the system’s utilization and the level of parallelism offered by APSR. For these experiments we
use solely the NFV dataset.
Fig. 4.2a depicts the number of schedulers and the system utilization of APSR. Initially,
APSR employs many schedulers as there are many available hosts for any flavor. As the
utilization increases and the number of available hosts decreases, APSR gradually reduces the
number of schedulers. Intuitively, reducing the number of schedulers serves two goals: First, it
allows each scheduler to query more hosts while still complying with the budget constraint. This
increases the probability of finding an available host. Second, having fewer schedulers reduces
the collision probability.
Recall that APSR uses a conservative approach in estimating the number of available hosts
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APSR

Random

Target Decline Ratio (ε)

Number of Schedulers

3%

5%

10%

1

10

100

NFV
Number of Queries

1553K

811K

578K

11000K

Avg # of Schedulers (s̄)

12

38

79

1

10

100

Throughput [req./slot]

7.2

14

19.6

1

10

19.8

Decline Ratio (δ)

0.4%

0.4%

0.6%

0.3%

0.5%

0.8%

Google
Number of Queries

3920K

3860K

3823K

74724K

Avg # of Schedulers (s̄)

84.1

92.2

98.3

1

10

100

Throughput [req./slot]

19.8

19.9

19.9

1

10

19.9

Decline Ratio (δ)

3.0%

3.1%

2.9%

1.9%

2.3%

2.4%

Amazon
Number of Queries

469k

370k

354k

6745.2k

Avg # of Schedulers (s̄)

24.8

49.7

80.9

1

10

100

Throughput [req./slot]

15.3

19.3

19.9

1

10

19.9

Decline Ratio (δ)

0.7%

0.8%

1.0%

0.5%

1.0%

1.4%

Table 4.6: Total number of queries, throughput and actual decline ratios of APSR versus
Random.
(k). This conservative approach indeed yields a very low decline ratio (0.4%) – but at the cost
of throttling parallelism when utilization ramps up. We therefore consider a variant of APSR,
which we dub APSRavg . As its name suggests, this variant differs from Algorithm 11 in Line 5,
where it updates k according to the average number of available hosts taken over all flavors.
Fig. 4.2b shows that APSRavg runs a significantly higher number of schedulers than APSR,
for any given level of utilization. As a result, APSRavg finishes allocating all requests much
faster than APSR, implying a higher throughput. Indeed, switching from APSR to APSRavg
doubles the actual decline ratio to 0.8% – but this value is still way below the target decline
ratio of ε = 5%.
Our next experiment aims at exploring how either APSR and APSRavg dynamically adjust
the number of schedulers when the utilization fluctuates. To generate fluctuations in the
utilization, we modeled the request arrival process as a variant of a Markov Modulated Poisson
Process (MMPP) [4]. Specifically, the number of requests arriving per slot is a Poisson process
with mean λa throughout the experiment. However, for the first 20% of the requests we use
λa = 20, to fill up the system; while for the rest of the requests we fix λa = 5. Furthermore, in
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(a) APSR (actual decline ratio is 0.4%).
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Figure 4.2: Cloud resource utilization and the number of schedulers in APSR for the NFV
dataset under Poisson arrivals (requests have infinite lifetime).
this experiment requests have a finite lifetime. That is, the number of allocated requests leaving
per time slot follows a Poisson process with mean λd = 4. Finally, we use here 100 replicas
of the NFV dataset (instead of 30 used in the rest of this section) so that even when requests
leave their hosts, the hosts become utilized again with more arriving requests. These settings
are intended to let utilization first build-up, and then stay at some (high) level, with mild
fluctuations. The results of this experiment are shown in Fig. 4.3. Both APSR (Fig. 4.3a) and
APSRavg (Fig. 4.3b) dynamically adapt the number of schedulers to the utilization. However,
APSRavg employs more schedulers than APSR. It obtains shorter total run-time but experiences
a higher decline ratio (1.6% for APSRavg versus 0.01% for APSR). Note that both algorithms
are below the maximum allowed decline ratio (5%).
We now investigate the effect of the query budget B on the number of schedulers. We use
the same settings of the MMPP model as in the previous experiment. However, this time we
vary the budget from 20% to 100% of the number of hosts, and measure the level of parallelism,
captured by the average number of schedulers which APSR employs along the run. Table 4.7
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Figure 4.3: Resource utilization and the number of schedulers in APSR for the NFV dataset
under Poisson arrivals (requests have finite lifetime).
illustrates the results. Indeed, parallelism is proportional to the given budget. However, the
increase in parallelism when increasing the budget is very mild. In particular, decreasing the
budget from n to 0.6 · n does not decrease the average number of schedulers used by APSR.
That is, APSR runs 17 schedulers with less communication overhead than a single OpenStack
scheduler. However, running above 17 schedulers increases the probability of collisions.

s̄

20%
12

Budget
40% 60% 80%
16
17
17

100%
17

Table 4.7: Average number of schedulers per budget B, given as a percentage of total number of
hosts (ε = 5%).
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4.7

Discussion

In this chapter, we address the problem of fast placement of virtual machines of virtualized
network functions in large clouds. We focus our attention in the interplay between throughput,
communication overhead and decline ratio. We study the performance of existing placement
algorithms using three real-world workloads. Our study shows that randomization is a key
component in boosting throughput by employing multiple parallel schedulers, while keeping a
low decline ratio. Based on this observation we develop the algorithm APSR, which efficiently
implements random placement while minimizing the communication overhead, and dynamically
adjusts the degree of parallelism to ensure that decline ratios are kept at their SLA. Using a
balls-and-bins combinatorial analysis, we formally prove the correctness of APSR and provide
insights into the possibilities and limitations of parallel resource management. We evaluate APSR
on three real workloads and demonstrate its capability to provide high degrees of parallelism
with small decline ratios, and low communication overheads. We show that APSR matches the
best attainable throughput of OpenStack’s default Filter Scheduler, while reducing the decline
ratio from up to 13.6% to ≈ 1%, and the communication overheads by ≈ 20x.
However, our evaluation shows that OpenStack only gains up to 3x speedup from parallelism,
whereas APSR easily supports many parallel schedulers. Therefore, it is appealing to carefully
benchmark OpenStack, identify its current bottlenecks and unleash its full potential for parallel
resource management. In addition, APSR uses a central controller which gathers the state from
all the parallel schedulers, and adjust the number of schedulers and the number of hosts queried
by each scheduler accordingly. It is of interest to consider a distributed settings, in which each
scheduler adapts its level of functionality and the number of hosts it queries dynamically, based
on the system’s state it collects and on the ratio of declines it experiences.
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Appendix A
Running Example of SA
For better understanding of SA and exploration of its characteristics, we now provide a running
example of it. Note that we use here the notation of Chapter 2, which is summarized in Table 2.1.
Figure A.1 exemplifies a running of SA equipped with a 3-slots buffer. Each packet is
represented by a square. If it is a known (w, v)-packet, then (w, v) (namely, its work, profit
values, resp.) appears within the square representing the packet. If the packet is unknown,
however, the (unknown) work and profit values do not appear, and the packet’s color is dark
gray.
Known packets that belong to the selected class (GK -packets) are marked in light gray. The
figure assumes that the (randomly-chosen) selected class is the class of packets with work- and
profit- values within the range [3, 4]. Recall, that this range refers to the characteristics of a
packet upon arrival. For instance, a (3, 3)-packet always belongs to the selected class, although
after being processed its residual work decreases, and it becomes a (2, 3)-packet, and later a
(1, 3)-packet, and so on.
Each cycle begins with the transmission step, in which a fully processed packet, if such exists,
leaves the queue. In our example there is no packet transmitted since we focus our attention on
handling arrivals and determining priorities which are the core components of our algorithm.
This step is followed by the arrival step, where arriving packets are handled by the algorithm.
Finally, the cycle ends with a processing step, where the head-of-line (HoL) packet is processed.
This packet is emphasized by an extra internal square. The state of the queue at the end of each
cycle is depicted by a light-gray background. At each cycle, the algorithm tosses a coin, and
assigns the cycle as an admittance cycle w.p. r. In this example, we assume that cycles 1, 3, 5, 6
are admittance cycles. We now turn to explain the scenario depicted in Figure A.1 cycle by
cycle.
t = 0. Begin with an empty buffer.
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(3, 3)

(4, 4)
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(2, 4)

(1, 4)

t=4

(2, 4)

t=5

t=6

(b)

Figure A.1: Running Example of SA, equipped with a 3-slots buffer. Each known packet is
labeled (w(p), v(p)), where w is the remaining work and v is the profit. GK -packets are marked
by light gray. U -packets are colored by dark gray.
Each cycle begins with a transmission step, in which a fully-processed packet, if such exists, is
transmitted. Next comes the arrival step, where arriving packets are handled by the algorithm
one by one. For each arriving packet, the buffer below the arrival depicts the state of the buffer
after handling the packet’s arrival. The packet in the queue’s head-of-line (HoL) at the end of
the arrival step is emphasized by an extra, internal, square. This packet is the one processed
in the processing step. The state of the buffer at the end of each cycle is highlighted with a
light-gray background.
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t = 1. A known (4, 4)-packet arrives. As both its work- and profit- values belong to the ranges
[3,4], it is a GK -packet, and therefore it is retained by the algorithm (recall that GK -packets are
never dropped during the fill phase, as shown in Proposition 8).
Next, a U -packet arrives. As this is an admittance cycle, this U -packet is admitted, that is,
accepted into the buffer, and assigned to the HoL. Since this is the last packet to arrive in this
cycle, and being the HoL-packet, this packet is processed in the processing step. We refer to
this packet as being parsed in this cycle, as this is the first processing cycle of this packet.
After parsing, the characteristics of the HoL packet become known: it is now a known
(1, 8)-packet. Namely, when it arrived, it was a (2, 8)-packet which has received one cycle of
processing. By these values, this packet does not belong to the selected class. Therefore, it is
pushed down to the buffer’s tail. Instead, the GK -packet, with values (4, 4) is assigned to be
the HoL packet. It should be noted that although the parsed (1, 8)-packet is superior to any
GK -packet currently in the buffer (since it carries a profit value of 8 while requiring just one
more cycle of work), SA still prefers GK -packets over this packet. We note that the improved
SA* algorithm would re-assign such a packet to be a GK -packet by considering the selective
class closure.
t = 2. No packets arrive. The HoL-packet, (4, 4), is processed, and becomes a (3, 4)-packet.
t = 3. This is an admittance cycle. Therefore, the first arriving U -packet is admitted. In
particular, this cycle well exemplifies the buffer’s ordering: at top-priority is the admitted packet;
at a second priority is the GK -packet, (3, 4); the remaining packet in the buffer, (1, 8), is of the
lowest priority.
When a second U -packet arrives, SA tosses a coin, and replaces the previously-admitted
packet with the new arriving U -packet w.p. 1/2. When a third U -packet arrives, SA tosses a
coin again, and replaces the previously-admitted packet with the new arriving U -packet w.p.
1/3.
In the processing step, SA parses the admitted packet, unraveling it as a (3, 3)-packet.
Namely, upon arrival its characteristics were (4, 3), ascribing it to the selected class. As there
already exists another GK -packet in the buffer (the (3, 4)-packet) SA breaks the tie between the
two GK -packets in its buffer by FIFO order. We note that the improved SA* algorithm would
transition to the flush phase at this point, since it would have been full of GK -packets.
t = 4. First, we have an arriving known (2, 5)-packet. By its characteristics, it is not a
GK -packet. Therefore, it is assigned the lowest priority. In particular, as the buffer is full, this
packet is discarded. Next, a U -packet arrives. However, as this is a non-admittance cycle, the
U -packet is discarded as well. Finally, during the processing step, the HoL packet is processed,
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decreasing its remaining work to 2.
t = 5. We have a single arriving U -packet. As it is an admitted cycle, this U -packet is admitted,
hence, accepted and parsed. In order to make room for this admitted packet, the (1, 8)-packet in
the tail is pushed-out and dropped. After parsing, the U -packet is uncovered as a (1, 2)-packet.
Namely, upon arrival it was a (2, 2)-packet. By these characteristics, this packet does not belong
to the selected class, and therefore has the lowest priority, and downgraded to the tail.
t = 6. This is an admittance cycle. Therefore the first arriving U -packet is admitted, pushingout from the buffer the (1, 2)-packet, which was in the tail. When a second U -packet arrives,
it replaces the previously-admitted packet w.p. 1/2. Then, a (2, 7)-packet arrives. By its
characteristics, it is neither an admitted packet (as it is a K-packet), nor does it belong to
the selected class. As a result, the (2, 7)-packet is assigned the lowest priority, and is therefore
discarded. The last arrival in this cycle is a known (4, 4)-packet. By its characteristics, it is
a GK -packet. Since the buffer already contains B − 1 = 2 GK -packets, the U -packet at the
HoL is dropped, and the newly arriving CsK-packet is accepted to the queue (see lines 4-9
in Algorithm 4). The queue therefore becomes Gfull, i.e., the buffer is full with GK -packets.
SA then switches to the flush state, and it will merely process all the packets in its buffer in a
run-to-completion manner and transmit all the fully-processed packets, until the buffer is empty
again.
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תקציר
ממרה ידועה גורסת ש"קשה מאוד לתת תחזיות ,במיוחד לגבי העתיד" .ואמנם ,ב 50-השנים האחרונות
הושקע מאמץ מחקרי כביר בבעיות מקוונות ,שבהן הקלט אינו ידוע מראש ,אלא נחשף בהדרגה ,תוך כדי
ריצה .באופן מסורתי ,הספרות הענפה הזו הניחה שבעוד שקשה מאוד לחזות את העתיד ,הרי שקל מאוד
למדוד את הקלט הנוכחי ,או את זה שהגיע בעבר.
ההנחה הזו אינה נכונה עוד ברשתות תקשורת מודרניות .כדי להשיג מידע מלא ומעודכן על הקלט הכרחי
לנתח כמויות מידע עצומות ,לתחזק מסדי נתונים ,לאסוף ולאחות מידע ממספר רב של מקורות והתקנים.
את כל המשימות האלה לא ניתן לבצע בזמן אמת בסביבות הרשתות הנוכחיות ,המתאפיינות בהטרוגניות
רבה ובקצבי נתונים הולכים ועולים .יתר על כן ,הקצאת משאבים כדי לבצע את כל המשימות האלה מותירה
פחות משאבים פנויים לשם עיבוד ושידור של המידע .מהבחינה הזו ,הבעיה של קבלת החלטות בתנאי חוסר
וודאות מזכירה את עקרון אי-הוודאות של הייזנברג ,שעל פיו עצם פעולת המדידה משפיע על התוצאות
הנמדדות.
עבודה זו מטפלת באופטימיזציה של ביצועים בסביבות רשתות הטרוגניות עם חוסר וודאות .בפרט ,אנו
מתמקדים בסביבות הרשתות הבאות :א .חוצצים לאחסון חבילות מידע .ב .זיכרונות מטמון ברשת .ג .שירותי
מחשוב בענן.
מילות מפתח :חוסר וודאות ,אלגוריתמים מקוונים ,תזמון ,זיכרונות מטמון ,חוצצים ,שירותי ענן.
מקורות להטרוגניות ולחוסר וודאות ברשתות
כעת נתאר את הגורמים להטרוגניות ולחוסר וודאות בכל אחת משלוש סביבות הרשתות שבהן נטפל בעבודה
זו.
חוצצים לאחסון חבילות מידע
אחת ה משימות הבסיסיות ביותר בכל רשת תקשורת היא אחסון של חבילות מידע בתור סופי .העיבוד של
חבילות מידע כרוך בביצוע מטלות רבות ומגוונות מאוד ,כגון ( DPIסריקה של תוכן החבילה כהגנה מפני
מתקפות סייבר); תיוג באמצעות  MPLSאו ( VLANהוספה של "מדבקה" לחבילה ,המציינת את מסלול
הניתוב שלה ,כדי לאפשר ניתוב מהיר ויעיל יותר ברשת מקומית); הצפנה  /פיענוח; וכיווץ  /הרחבה מחדש.
הגיוון הרב במטלות מיתרגם להטרוגניות רבה בזמני העיבוד ,בעדיפויות ,בזמני הפקיעה ()deadlines
וכיו"ב.
ההנחה המסורתית במחקר של תחום זה היה שכל התכונות הנ"ל של חבילה – זמן העיבוד הנדרש ,העדיפות
של החבילה וכו' – ידועות מיד עם הגעתה של החבילה .אלא שהנחה זו אינה נכונה עוד ברשתות מודרניות.
למשל ,לעתים חבילה אחת נעטפת מספר פעמים במעטפות של ( IPSec ,MPLS ,VLANהצפנת תוכן
החבילה) ועוד .כתוצאה מכך ,כאשר החבילה מגיעה קשה לדעת כמה זמן ידרוש העיבוד שלה .באופן דומה,
לא ניתן לדעת מראש מהי איכות השירות שדורשת החבילה ,מאחר שזו נקבעת ע"פ המקור והיעד הסופי

שלה ,שאינם ידועים לפני שמתבצע ניתוח ראשוני של החבילה ,שדורש זמן עיבוד מסויים.
במרכזי נתונים ,וכן ברשתות מוגדרות תוכנה ( ,)SDN, Software Defined Networksמתג התקשורת
מחפש הנחיות לטיפול בחבילה בזיכרון מטמון חומרתי .כאשר ההנחיות לא נמצאות בזיכרון המטמון –
מאורע שמטבע הדברים קשה לצפות – מתג התקשורת מוצא את ההנחיות הנדרשות בתוכנה ,או באמצעות
פנייה לבקר מרכזי .כתוצאה מכך ,לעתים (כאשר המידע לא נמצא במטמון) אופן הטיפול בחבילה והעדיפות
שלה אינם מתגלים מיידית בעת הגעת החבילה ,אלא רק לאחר השהייה מסוימת.
בפרק  2אנו מטפלים בבעיה של מקסום הביצועים בחוצצים לאחסון של חבילות בעלות תכונות מגוונות
(הטרוגניות) שאינן ידועות בעת ההגעה.
אסטרטגיות גישה לזיכרונות מטמון ברשת
זיכרונות מטמון הם רכיב בסיסי בסביבות רשת רבות ,וביניהן רשתות חלוקת תוכן ( Content Delivery
 ,)Networksרשתות אלחוטיות מדור  5,ורשתות על שטחים גדולים ( .)Wide Area Networksבדרך
כלל הספק מפזר את המידע במספר רב של זיכרונות מטמון ,שנמצאים קרוב למשתמשי הקצה ,שכעת
יכולים לקבל את המידע הנחוץ במהירות ,ותוך חיסכון באנרגיה וברוחב פס.
משתמש קצה שזקוק לפריט מידע מסויים צריך לבחור לאיזה מזיכרונות המטמון לגשת כדי לבקש את
המידע .כל גי שה לזיכרון מטמון כרוכה בעלות מסוימת ,המייצגת השהייה וצריכה של אנרגיה ורוחב פס.
מאידך ,אם המשתמש לא מוצא את המידע המבוקש באף אחד מזיכרונות המטמון שהוא ניגש אליהם ,הוא
"משלם" מחיר גבוה – למשל ,לשם הבאת פריט המידע המבוקש מאתר מרוחק.
כדי לסייע למשתמש לבחור לא יזה מזיכרונות המטמון לגשת ,כל זיכרון מטמון שולח מדי פעם עדכון ,או
סמן (אינדיקטור) ,שמהווה סיכום מכווץ של רשימת פריטי המידע שבתוכו .הסמן המוכר ביותר הוא מסנן
בלום ( ,)Bloom filterאך קיימים גם סמנים אחרים ,כגון  .TinyTableבשל מגבלות על רוחב הפס ומקום
האחסון ,הסמן אינו רשימה מדויקת ,אלא רק סיכום מכווץ .כתוצאה מכך ,תשובת הסמן לעתים שגוייה.
כלומר ,הסמן עלול לתת תשובה חיובית על שאילתה על פריט מידע שבפועל לא נמצא בו ,ולהיפך .כתוצאה
מכך ,משתמש המחפש פריט מידע  xשלגביו יש מספר רב של אינדיקציות חיוביות נתקל בבעיה קשה של
קבלת החלטות בתנאי חוסר וודאות :מחד ,עליו לחסוך בתקורה של הגישה לזיכרונות מטמון; מאידך ,עליו
למזער את ההסתברות שפריט המידע המבוקש לא יימצא באף אחד מהזיכרונות שאליהם הוא ניגש.
בפרק  3אנו מטפלים בבעיה של פיתוח אסטרטגיות גישה לזיכרונות מטמון רבים ,בתנאי חוסר וודאות.
שרותי מחשוב בענן
שרותי מחשוב בענן נפוצים כיום למגוון יישומים ,וביניהם אחסון מידע ,שרותי מסחר באינטרנט ,חישובים
מדעיים מורכבים ועוד.
אחת המשימות הבסיסיות שעל ספק שירותי מחשוב בענן לבצע היא הקמה של מכונה וירטואלית ( VM,
 )Virtual Machineחדשה ,בהתאם לדרישות המשתמשים .אף שמדובר במשימה בסיסית ,מימוש יעיל
ומהיר שלה הוא מאתגר ,מאחר שלמכונות וירטואליות שונות יש צרכים הטרוגניים מבחינת המשאבים

הנדרשים – כגון כוח החישוב וכמות הזיכרון.
כדי למקם מכונה וירטואלית ,על ספק שירותי הענן למצוא במהירות תחנה ( )hostמתאימה ,כלומר ,בעלת
מספיק משאבים פנויים עבור הצרכים הספציפיים של המכונה הנדרשת .הבעיה היא שבשירותי ענן גדולים
יש אלפי תחנות ,שכל אחת מהן מריצה כמה מכונות וירטואליות ,כאשר לרוב לא ידוע מראש מתי תסתיים
פעולתה של כל מכונה כזו .כתוצאה מכך ,קשה מאוד לדעת בוודאות את מצב המשאבים הפנויים העדכני
בכל תחנה.
בפרק  4אנו מטפלים בבעיה של פיתוח אלגוריתמים למיקום מכונות וירטואליות בעלות צרכים הטרוגניים
בשירותי ענן בתנאים של חוסר וודאות.
שיטות מחקר
כעת נתאר את שיטות המחקר שבהן השתמשנו בעבודה זו – החל במודל ,דרך ניתוח פורמלי ועד להערכה
(.)evaluation
מודל
הצעד הבסיסי ביותר בחקר בעיה חדשה הוא פיתוח מודל מתמטי מופשט עבורה .על המודל מחד לייצג היטב
את הצרכים ואפשרויות המימוש "בעולם האמיתי" ,ומאידך – להיות עקבי והגיוני מבחינה מתמטית.
המיקוד שלנו בתנאי חוסר וודאות מכתיב את המאפיינים הבאים למודלים שנשתמש בהם:
א .עלות המדידה .במערכת עם חוסר וודאות כל מדידה של הקלט טומנת בחובה צריכה ניכרת של
רוחב פס ,הספק וכיו"ב .לפיכך ,על המודל לייצג את העלות של כל מדידה או ניתוח של הקלט.
ב .מגבלות תקציב ,או פונקציית עונשין .באלגוריתמים בתחום רשתות התקשורת המטרה היא לרוב
למקסם את הביצועים .המטרה הזו לעתים קרובות מתנגשת עם יעדים אחרים ,כמו הקטנת ההשהיה
או תקורת התקשורת .ניתן למדל את הקונפליקט הזה באמצעות פונקציית ענישה ,שהאלגוריתם
"משלם" עם כל צריכה של משאב (למשל ,עלות מסוימת לכל שליחה של הודעה); או באמצעות
מגבלת תקציב על הכמות הכוללת של המשאבים שמותר לאלגוריתם להשתמש בהם.
ג .קלט לא מוגבל מראש .מעצם הגדרתה ,בסביבה של חוסר וודאות קשה לחזות את הקלט העתידי,
או אפילו להניח שהוא יציית לתבנית מסוימת ,שמניחים על סמך הקלט הנוכחי – מאחר שגם הקלט
הנוכחי לא ידוע במדויק .לפיכך ,על המודל למזער את השימוש בהנחות על הקלט שעשוי להגיע.
ניתוח תחרותי
בעבודה זו אנו מנתחים ביצועים באמצעות ניתוח תחרותי .שיטה זו מאפשרת להוכיח חסם תחתון על
הביצועים של אלגוריתמים במקרה הגרוע ,עבור קלט כלשהו .לפיכך ,היא מתאימה במיוחד לסביבות
הטרוגניות עם חוסר וודאות ,שבהן הקלט העתידי עלול להיות שונה באופן קיצוני מהקלט הנוכחי.
אלגוריתם מקוון  Aהוא -cתחרותי אם עבור כל סדרת קלט  ,Iהיחס בין הביצועים של האלגוריתם
לאופטימום שניתן להשיג עבור סדרת הקלט  Iהוא לכל היותר  .cבפרט ,עבור בעיית מקסימיזציה ,המשמעות

היא שהביצועים של  Aהם לפחות  1/cמהביצועים המקסימליים שניתן להשיג עבור סדרת הקלט  ,Iכאשר
.c>1
הדמיה (סימולציה)
ניתוח תחרותי מאפשר להוכיח פורמלית חסמים עבור המקרה הגרוע .עם זאת ,הביצועים של אלגוריתם
בפועל הם לעתים קרובות טובים בהרבה מאשר אלה שעלולים להתקבל במקרה הגרוע ביותר .לפיכך ,יש
תועלת רבה בהדמיה של ריצת האלגוריתם המוצע ,שגם מאפשרת לבדוק את התפיסה התכנונית ואת
ההשפעה של הפרמטרים השונים של המערכת על הביצועים בפועל.
הקלט להדמיה יכול להיות סינתטי ,כלומר ,כזה שמניח מודל הסתברותי מסויים על הקלט .למשל ,בתחום
רשתות התקשורת נפוץ השימוש במודל פואסוני להגעה של הקלט .דרך אחרת היא להשתמש בנתוני אמת
שנאספו ברשתות תקשורת שבשימוש אצל ארגונים שונים .בעבודה זו אנו השתמשנו בנתוני אמת שנאספו
על הגישות לאנציקלופדיה המקוונת ויקיפדיה (פרק  ;)3וכן בנתונים שנאספו במרכזי מחשוב בענן של גוגל
ושל אמזון (פרק .)4
תוצאות המוצגות בעבודה זו
ניהול ותזמון בחוצצים לאחסון חבילות מידע .בפרק  2אנו מציגים את הבעיה של ניהול ותזמון בחוצצים
לאחסון בסביבות הטרוגניות עם חוסר וודאות .אנו מציגים חסמים תחתונים על הביצועים של כל אלגוריתם
אקראי לבעיה .בהוכחות אנו משתמשים בטכניקה חדשנית ,שמציגה חסם עליון על מספר החבילות בחוצץ
של אלגוריתם אופטימלי באמצעות תהליך מרקוב .אנו מאמינים שטכניקה זו עשויה להיות בעלת עניין
כשלעצמה .בהמשך ,אנו מתארים מספר תפיסות אלגוריתמיות המתאימות למאפייני הבעיה ,ועל יסוד
תפיסות אלה מפתחים אלגוריתמים ומוכיחים חסמים עליונים על התחרותיות שלהם .לאחר מכן ,אנו בודקים
ומעריכים את ביצועי האלגוריתמים שהצענו באמצעות סימולציות מקיפות ,ששופכות אור על ההשפעה של
פרמטרים שונים על התנהגות המערכת ,מעבר למה שעולה מניתוח מתמטי פורמלי.
אסטרטגיות גישה לזיכרונות מטמון ברשת .בפרק  3אנו חוקרים את הבעיה של פיתוח אסטרטגיות גישה
לזיכרונות מטמון ברשת בסביבה של חוסר וודאות .אנו מתארים מודל פורמלי לבעיה במקרה הכללי ,שבו
העלויות והסתברויות ההצלחה בגישה לזיכרונות המטמון השונים הן הטרוגניות .אנו מראים שהאסטרטגיות
הקיימות הן פשטניות מדי ,ונשענות על הנחות סמויות על המערכת ,דבר שגורם להן להציג ביצועים נחותים
במקרים רבים .לפיכך ,אנו מפתחים מספר אלגוריתמי קירוב לבעיה ,שעובדים בזמן פולינומיאלי ,ומוכיחים
את יחסי הקירוב שלהם .אנו בודקים את אסטרטגיות הגישה השונות תוך שימוש בנתוני אמת של גישות
לרשת אחסון אמיתית (של וויקיפדיה).
הקמה של מכונות וירטואליות עבור פונקציות רשת וירטואליות ( .)NFVבפרק  4אנו חוקרים את
הבעיה של הקמת מכונות וירטואליות ( )VMsבסביבה של פונקציות רשת וירטואליות .אנו מתמקדים

בשימוש במספר מתזמנים מקבילים ועצמאיים המקימים  ,VMsוחוקרים את הקשר בין התפוקה שלהם
( )throughputלבין ההסתברות לכישלון ( .)decline ratioבפרט ,אנו מראים ששימוש במספר מתזמנים
הפועלים באופן דטרמיניסטי עלול לגרום לעלות תקשורת גבוהה ,וכן לשיעור כישלון גבוה .לפיכך ,אנו
מציעים להשתמש במתזמנים אקראיים ,שכל אחד מהם דוגם רק חלק מתחנות המחשוב ,דבר שעשוי לאפשר
תפוקה גבוהה ,חיסכון בעלויות התקשורת ,ושיעור כישלון נמוך.
בהתבסס על התפיסה המוצעת אנו מפתחים אלגוריתם שמתאים באופן דינמי את מספר המתזמנים הפועלים
במקביל ,ואת מספר התחנות שדוגם כל מתזמן כזה ,לעומס הנוכחי במערכת .באמצעות ניתוח פורמלי אנו
מוכיחים חסמים על עלויות התקשורת ושיעור הכישלונות של האלגוריתם המוצע .אנו גם בודקים את ביצועי
האלגוריתם המוצע תוך שימוש בנתוני אמת של שלושה ספקים מובילים של שירותי רשת בענן במגוון
תרחישים ריאליסטיים .התוצאות שלנו מראות שהאלגוריתם המוצע מפחית את עלויות התקשורת בעד
 85%ביחס לאלגוריתמים הנפוצים כיום.

